Accellera ITC Minutes
01/05/2006
Attendees
Brian Bailey – chair
Shabtay Matalon - Cadence
Damian Deneault - Zaiq - co chair 

John Stickley - Mentor

Per Bojsen – Zaiq

Russ Vreeland – Broadcom

Apologies from
Jason Rothfuss – Cadence

Minutes
Meeting has been recorded and will appear on the web site shortly in the directory www.eda.org/itc/open/Audio/Minutes-Audio.htm
Issues 
Face to face meeting will be on February 9th in San Jose to be hosted by Mentor. John will send out information.
Threads should be used cooperatively and not preemptively. This is the same as has been the case for HDL languages for years and we should not go beyond this scope. Everyone seems to be in agreement with this. This implies that the API is not required to be implemented in a thread safe way.

Two email questions about pipes outstanding.

Pipes and data shaping

A pipe fills but not filled to requirements before the pipe is full. Granularity of pipe buffer is the maximum stated. Data shaping allows you to ask for any number up to the maximum. Internal buffering must be able to hold the maximum transaction sent by the producer. Buffer can be larger to accept more than one transaction. When talking about buffer size we are meaning the number of transactions – not the total size. Within a module all pipes are likely to use the same size, but there could be ways to make this more flexible. This is because the size is contained in a somewhat global header file. Per and Shabtay think this is too restrictive and must be settable by the user. Shabtay – do not like the restriction on transaction size, also want to see implicit flushing by pushing individual chunks across the interface. Per – No problem with max size but do with having a global setting when  multiple transactors come from different sources. Would want to do this module based at least but ideally on a pipe basis.
Within a module, all pipes are identified by a single name, but use different Ids. Russ - Have you explored the ability to have multiple names?  John – yes, but have problems with keeping it DPI compliant. The single name is the source of the problems, The problem is caused because DPI is caller, callee, but pipes are caller, caller.  Russ – what about passing a function pointer to a proxy on the SW side. This is more like an old SCE-MI callback mechanism. This would lose the elegance and simplicity of the DPI mechanism. Everyone should think about way to get around these limitations. What about a comment in the C side, but this means that the Infrastructure linker would have to parse the code. This not common today.
Deadlock possibilities
There are problems with EM and Flush that could cause deadlock. John does not think it possible to do something that does not have deadlock possibilities. EOM was put in to save extending a data word – often to double size. It is really the flush semantics that are problematic.
John challenges everyone to think about how it would happen in a Unix model, but also to think about the additional problems that would come about because of timed and untimed communications.

