The Linux Kernel Module Programming Guide

by Peter Jay Salzman, Micheal Burian, Ori Pomerantz
Copyright @ 2001 Peter Jay Salzman

Translated by YoonMin Nam in PuKyung National University.

N}
CERTIS

Lab of Information Security and Internet Application & CERT-IS

s
Gracil

l“] . zkdnsxjaos@gmail.com

Table of Contents

Foreword (Skipping)
1. Authorship
2. Versioning and Notes
3. Acknowledgements

Introduction
1.1 What is A Kernel Module?
1.2 How Do Modules Get Into The Kernel?

Chapterl.

Hello World!
2.1 Hello World Partl - The Simplest Module
2.2 Compiling Kernel Module
2.3 Hello World Part2
2.4 Hello World Part3 -
the _init and _exit Macros
2.5 Hello World Part4 -
Licensing and Module Documentation

Chapter2.

2.6 Passing Command Line Arguments to a Module
2.7 Modules Spanning Multiple Files
2.8 Building modules for a precompiled kernel
Chapter3. Preliminary
3.1 Module vs Program
Chapterd. Character Device Files
4.1 Character Device Drivers
Chapter5. The /proc File System
5.1. The /proc File System
5.2. Read and Write a /proc File
5.3. Manage /proc file with standard filesystem
5.4. Manage /proc file with seq_file

Linux Kernel Module Programming Guide

Chapter6. Using /proc For Input
6.1. TODO: Write a chapter about sysfs

Chapter7. Talking To Device Files
7.1. Talking to Device Files (writes and IOCTLs)

Chapter8. System Calls
8.1. System Calls

Chapter9. Blocking Processes
9.1. Blocking Processes

Chapter 10. Replacing Printks
10.1. Replacing printk
10.2. Flashing keyboard LEDs

Chapterll. Scheduling Tasks
11.1. Scheduling Tasks

Chapterl2. Interrupt Handlers
12.1. Interrupt Handlers

Chapterl3. Symmetric Multi Processing
13.1. Symmetrical Multi-Processing

Chapterl4. Common Pitfalls
14.1. Common Pitfalls



Chapterl. Introduction
11 What is A Kernel Module?

=2 2 Agstn Hof $ict oj0] YA Z2MAZ Z2OMS HASHY| /T FH 7He
ZZ2OMES cE AMEBIIA ZHHE HAUS 20|13, O|X YAl BtLES| single pointerZt core dump@} file systemE
SOMCHL = X #5892 ¢ 0
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D52 AUz 23S

Instruction - mobprobe?
HE REF7) MASH=: HHO
YO 2 AR ASEENM XELZ2 3ER=E 28 24

Xinsmod 2 modprobe 2| X}O|H
insmod= EHHAZE X|FE ZE[ FIHSHA|TE modprobeE AFESHH AR E, O|EHO| e BEENH| BF AS22 FIISCL

Al& :: modprobe [option] module

=4

-l AMBItsS EE RES EOF

-r: rmmod o} Z4&8 J|so02 XHZES X A.
SHAMO| o2 2= X|F7ts5tn ofEH0l /A

-c : 7|27t} /etc/modules.conf O A=l X|A|X}
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- rir

Zohoh S 2 42 ENF

SM Q0| ALBA|0| EEF7}
O 2 : e1000 0|2t B ES F=7}? -> modprobe 1000

mobprobe= LCtg F7HX| HEIZ & 2=F=F otLtE HE0| HEE+ Ut
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- softdog / pppet 22 Ao BE
- char-major-10-301} 22 FH EZZXQ FEXE & 2F

TtoF mobprobeZt At} Z2 ZLE XN2|THCHH, mobprobe= XY X /etc/mobprobe.confl21E &0 A
71258 Aor2ct Y mobprobeZt mobprobe.confOf A CtEar Z+2 21Q1S RQUCID SHCFEH? ¢

| alias char-major-10-30 softdog |

mobprobe= 0|0| char-major-10-300| softdog Z&2 LUsICt= A2 Y0 QACH= SE0|CL

CIE2 2 2, mobprobes /lib/modules/version/modules.dep LtYS QIS CHE REO0| N Q= RES HLER
2g5}7| Ho| AMEO|of S C}E REO| YEIIE HOIBHCL um firefox7} AIBE|7] QI6HA XWindows7}
HAEL|O{OF St=AXNEH.) Ol2{et LIYUS2 depmod -a HHOZRE HSO{R L, Lot Z5 O|FES 7HX[1 UL
O|E=0{, msdosko 2=E0| HAL|7| fISHM fatko Z=0| HA 71'é*§ 2E&[0] AOJOF ot 2FYE ZE0| Y
CHE Z&0| Folot HEsSHT 32 24)2 Ao ottH, @HE 252 2& 2EHE XIUA ECh

Opx|ato =z, mobprobe‘.: eM™Moz ROl 0jof 8t BEES N2|H7| {8l insmodE AFETICE 2| LEA

QHEE REE H2|TICt. mobprobes insmodE ZE0| CHE 7| 2& 90 AN HETIE Qe /lib/modules/version/
E0E OlﬂEf insmod= E=2| X0 CHsf & LX[ZSHX|TH HHHO| mobprobes 7|28 0l H&0| X &

i
ULk 2F7| 20| mobprobe= EZES SHHE M2 27| ?lot o=t 22 FEO Oijs] =8 & =
ULt OIS =0, 02 Z0| msmod 25 2E5t7| fiMd Lt F7HA YAHS oStLE L=HGSHOF ohet

- insmod /lib/modules/2.6.11/kernel/fs/fat/fat.ko & insmod /lib/modules/2.6.11/kernel/fs/msdos/msdos.ko
or

- mobprobe msdos

227t 97N =olgds A=T2 insmode 252 o /X2t Ye=ME 7ottt Fi, 0|2t= CHEH
mobprobe= 22[7} 2 S0|12 A} F 259 o0 Y=stH E":fi 30| Ct. ':”(l O| &2k

mobprobe= msdos ZE°| ZE& St=

=45t HAl5H =Lt

i
Ot
=
HJ9
o
-
(@)
-
-‘L

Linux distros= mobprobe2t module-init-tools I{j7|X| & E3l insmod?} depmodE X|&ZFtCt O] FMEH T 9|
module-init-tools= modutils 2= DI|7|X|HO 2 2Lt CtE O distros= 242} 26O HEES SHIEA
Zr&5t7] RIS O wrapperg 2E5H0] F7tX|Q T7|X[E BF EX|SHA otCt AFEXIESE O|AS0

20| gltt

thet AN

OlH ol2{22 OofEA Z2=0] 20| 2 E|=7t0f CHs LA EIO*EF O2{20| CHERE0 2EHS 7K MER
=2 AEstn HCOHH, & 7H0|E0| O|f 20 Chet L0 o ULt (R2l= AE2 EES sticky moduleO|2}
SECt) gL, CHERES A d4EHE a0 o £&20| Cist +u'3 NEHQl L{8&S LR LS SHAL

1.2.1 Before We Begin
MEEQ HEIZE EMHN0 22l o2 7tX| 220 i HmE ZAO|Ch ZE AFEXIL| A|AHEE CtE2X1 ZHAt
Xralgte] HEefE 74X|0 QUCE o4 2{20| "Hello World" T2 1M Z SHIEH ZHutsio] HASH7| M 752
£Q+E £ UO{of oL} o220 X M ZUES SADICHH, J0|2 2= A 183t £U+=2 A8+
U2 Aolct
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1.2.1.1 Modversioning

o EYst HES Qo AU ZE2 Of2{20| OtE HEZR RE2 & Z20| CONFIG_MODVERSIONINGS
51 8&5t7| MK 2LEX| $E=CH 2= 0| 7t0|E9| ZHHE HM7HEl 0[2{$t module versioningg CHEX| %S
7{0|C

. 22|7} mod versioningE Ct27| Mo, Bt of&20] mod versioning0| 83} Y es HLES
ALt O] ZHO| =9 Oflfet o &2 X2z AHEEX| &+ AUCLE ALt tHEE2| linux distro HE2
mod versioninge 243}t st QL Ot 20| ZE ZYO0|A versioning error 247t YASICIH, HE 2
modversioningS H|2Md3} ot MEfZ HES ZOtY X}

1.2.1.2 Using X

1.2.1.3 Compiling Issues and Kernel Version

2l B ZEK

AQHEe AFE

12

Z=: Radhat Linux, Fedora, Ubuntu®} Z2.) & X2 oX|7} = A=0| CHsl Xt M2
ZHi et

zEe 72 SICIE Rujots Z27t UL, iR 2sa HYo| Ciyd dHTYS
20| BES HIY ofof B WAt UCk Murphy's Laws "SH7H LU STl HESToN Yo
= 5 el

=HME Tt flol, d2Esttel =82 2|54 HEE H2RE5H0 2X5tn dAds Sl

HXOIAE, 0K AN XS Y AL+ YTk JBHOR, ofpfRo] ALY Us geck 01220 MEA
8 FEECt=(ust/sic/) 7120l 9IX|e] A2 SICIE MHOR X7| MR, 0] BHE gec's -i switchS

siadgts AL
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Chapter2. Hello World
2.1 Hello, World (part 1) : The Simplest Module

OF%| =EE[X| ot 2E Z22f0{ S0 “EJEHO'% St MY MBeE HMEHSe T2
20| "Hello World" =2 1280|C}. 200 =2 2 mXj= "Salut, Mimdi" T2 1202 A|&HSH=
MEFHER| KRHE 2| RS CIF Lio) *oﬂamﬂ w7t 1 HES MEX AX e Aol FSE

—

2El= HHA| "Hello World" 221 S2 HERE g9 03 7HX| HE FHSS dm= AO[C,

—

ofefoff 7tg ztEtet 2=l OfA7t RUCh CHSE oA HE Huto| tiote &H= Z0[7| IE0 ot% Hute2
ol = & ZCt

/*

* hello-1.c - The simplest kernel module.

*/

#include <linux/module.h> /* Needed by all modules */
#include <linux/kernel.h> /* Needed for KERN_INFO */

int init_module(void) {
printk(KERN_INFO "Hello world 1.#n");
/*
* A non 0 return means init. module failed; module can't be loaded.
*/
return 0;

void cleanup_module(void) {
printk(KERN_INFO "Goodbye world 1.¥n");

(.

=22 XA FIHX| @5 AF0{0F BICL  StLbE Ustart"® s (Z7|2h E O|AZ init_module( ) O|2f
O, o] g EME 2E0| insmod BHOE Soff A0 2EYE I EEICE J2(1 LHHX| StLte "end”
cleanup_module( )0|2} Z2|1 0|ZH{2 rmmod FHOE S Z=0| TEE7| HO(FHAEM HMAE )
ZICH AY 7E 2313 HHO|RE 0|23t =2 HIIRILE 22 Z&0| A& ZTEE O, &=
£0f Hztgio| ojz{st At ZREFE AETSs el FEl= O|AS 230|A HI{E Z0|Ch AtY, of2{st

H )Ll =13

MEE A2 X200 M3E= g 2t = 0| OFA! init_module( )1} cleanup_module( )&

ZEH o2 init_module( )2 HE0| handlerg SE5t7{L, 22 FHEg+2 ot B2 Ao ZE=R
CiMeCh(2S Atdle] Z2ES HAS & d2e+E Al 2220 cleanup_module( )2 init_module( )0| ==&t
lsg HEgls gdgs o=l 0l Sdf 220 AT HES HREZL2RH Y222 N &t

Orx|gtez, 2= HEZE2 linux/module.h S|HIY S R Z oLt 22| = printk( ) log level marco expansionit
KERN_ALERTZ @[3 AM 2t linux/kernel.h §E IS ZES{OF ot=0|, R2|= 2.1.10(A O|Z0|| C{s{ A= ZO[C

2.1.1 Introducing printk( )

ol Z0l O s SHEX[ZHO, printk()2t+= FAE flet S4l5E0| OfL|CL HX[0] 2|7t hello-1 Off At
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20| d2d| 280 X2 ALES XD Ho|ct o] g8 HAMS W, 7 E2| logging mechanism O =1,
0| logging mechanism2 =3t &0 HEE 7|E5HLt 52 Z0E Yaltt 2|28, Z129| printk( ) M2
QMAQE B3 HMIE =0, Ob7F AMEE <1>1F KERN_ALERTO|CE. printk( ) SH4=0)& 87FX|2 &1t {20
A2E 7HX|2 AN, dHZ22 O|det =XtE Atﬂ*rxl °+or5 |3, ot 0j3 20 Chet HEE linux/kernel.hof A
_._I-OI_|-<‘>.;_|-A [:|- I:I|-O| oqauol _zlfo AXRO | |_x| I-% 740 7|E O)\-IAolol

o T T T T
DEFAULT_MESSAGE_LOGEVELO| At&& Zi0|LC}t.

U= EIH 2E WHY AHOEAL oM gt L2 HAl 2429 M7t o[0|5t= HE 7I&d) SRUC
MR BEEMAI, <4>QF 22 XIE AFR3BIX| 1 A KERN_WARNING I ZHe Oj22E ALRIIZZE 3B}AL

oY 2M=2|7} int_console_loglevel 2Ct &2 AL, HA|X|7} oj2{&29| EO|E0| &= ZAO|CL 2HY syslogd2t
klogdO| SA[0f MEMFO2tH, EHE HAIX|= S EHOEl 2HA 810| /var/log/messagesOf| 7|S & ZO|LCt.
22l= Ehedl HAIX|S0] ufo'i JIE2EE A2 AKX §7| I20f, KERN_ALERTe} 20| &2 M&2(E 7+

= LS | —
225 AFESHO] printk( ) 2t=7t 0222 2&0| &435| ==EAH & Ao|th oY Z20| &H 2E2 Ade O,
oEE2 o =0 2oi7t A= FU=fE A5t Y Aol

2.2 Compiling Kernel Modules

HE ZE2 LUHQl ALBA T2 Wb oF7t CHEA ZutY &|ojof otCt Oo|™el HEH ™2 o|2{3t Xo|Fof

S0 dAMSHA TR EE Q7SR (0|2t &Mt M52 E8 MakeFiled| MEE 0 RUACEH) HF
AsHez ZEL[QUCH StEEtE, B2 SE2ast 2752 MakeFilesQ| subleveld| HSE[0] 1 O] W20 HE
25 AXA st |FX|SH| O{EA ot 2FA | , Ol2{st ot ZRE QoE MER YA0| SEHSIA=H,
22|= O|AE kbuildzt HE=211, QA A2 U= ZES Lt build processe= O|X| LHEHE Ol kernel build
mechanism0l| 0 YTk BAHOl ol YRo| O RES MY sH= YHO CfsiM (R217F st
AL55l= T E 0] 710|E9] &S &Eh linux/documentation/kbuild/modules.txtE & XS}X}.

O|X| MakeFileg 0| &3l Ztttst hello-1.co| RS ZHUtQ S| E A}

Example 2-2. Makefile for a basic kernel module
obj-m += hello-1.0

all:
make -C /lib/modules/$(shell uname -r)/build M=$(PWD) modules

clean:
make -C /lib/modules/$(shell uname -r)/build M=$(PWD) clean

N Ry 21el0] F& Eesiths 71Xl 20 2 O alluh dean FHOIE THX| et HOIS PP6HA FIIEIACIL 2 5 ATk
O[X| K222 make FHOE &3l == FU o= UA ZRACE make FYHOZ HIIES H7| ME0f

= s

=

olg{Z2 Lttt Z2 =340

hostname:~/lkmpg-examples/02-HelloWorld# make

make -C /lib/modules/2.6.11/build M=/root/lkmpg-examples/02-HelloWorld modules
make[1]: Entering directory “/usr/src/linux-2.6.11"

CC [M] /root/Ikmpg-examples/02-HelloWorld/hello-1.0

Building modules, stage 2.

MODPOST

CC /root/Ilkmpg-examples/02-HelloWorld/hello-1.mod.o

LD [M] /root/lkmpg-examples/02-HelloWorld/hello-1.ko

make[1]: Leaving directory “/usr/src/linux-2.6.11"
hostname:~/lkmpg-examples/02-HelloWorld#

AE 7|9%tat  HERE2 O|X ko ZHHAE

kl

e 26HT2 22 Mt 0|50 2t L&

—

mjo

RISV,

r
rir
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ol2{gh TR
(s}

b.oo[2{gt =
A=R|of CHet

—

ZEX=H (01| .o ZHHAHE L) O SoHAl O object fileS28H A T+ UL
POl O|F= .modinfodf 2ot /MRl B2 HA 7| E M, 2E0| oC|of E2tmof
SEO|CE f2|= 0 EIL off F2X[0f tHdl ™= Z0|Ct

modinfo hello.*koE A3 HX}

hostname:~/lkmpg-examples/02-HelloWorld# modinfo hello-1.ko
filename: hello-1.ko

vermagic: 2.6.11 preempt PENTIUMII 4KSTACKS gcc-3.3
depends:

got 20| gl=0l, 22|29 OrX|8 O|AQl hello-5.koE &H= Mf FHEpEICH

A8
ot
Am

hostname:~/lkmpg-examples/02-HelloWorld# modinfo hello-5.ko
filename: hello-5.ko

license: GPL

author: Peter Jay Salzman

vermagic: 2.6.11 preempt PENTIUMII 4KSTACKS gcc-3.3
depends:

parm: myintArray:An array of integers (array of int)
parm: mystring:A character string (charp)

parm: mylong:A long integer (long)

parm: myint:An integer (int)

parm: myshort:A short integer (short)
hostname:~/lkmpg-examples/02-HelloWorld#

of
LS

I'g

of 28=

r|o

78ct §250| MIEO Utk

HAREES 2|8t MakeFilesO| st =7}1™ 0l ME = linux/Documentation/kbuild/makefiles.txt0f] 7|=|0] QULC}.
MakeFiles& LIIH7| 0| 0] EME Al AEH A2 20| & ZHo|C}

O[X| insmod ./hello.l-lo YO E Sl Aot 22| HEZ=S HEH &0{= A[ZHO|CH

S~

proc/modules O 7|&E/0f QICh O HYS MTECHY MHE HES TAsID
HE Qg QIt ZBIEHH o222 O 252 HIASo| MR} & QUL
Ol2f50| XM HIBES HIREE HAHES ULt Nar/log/messagesS
{2 o} 2}.

mn
O nn
2
j2a

<2
r=
ol

02 re rin
N
S m
= m:ln
2 mn

lo HU

TN I
o
<
i

mo ofm rot rjo
[e]3

rmmod hello-
o222 AlAH"

r = od 35

HLI

a

ofm R 30 M
St ot rr oo

E
ne
U

oi7| Th2 OfXI7t MO UCH init.module( )o| ZIHE 9o RO ®OlL7 2|HZS B0 M2 ALY
sln 7dE Qojwxt ojmst Yo| Lojnp

2.3 Hello, World (part 2)

24 B|5A0|Me initd} cleanup E4E AYHH ot QULCE ZF, init_module( ) 22 cleanup_module( ) &2
O|202 E8X|X| YOtE =ICt= ZAO|Ct 2|9 452 module_init( )I} module_exit( ) AR E Sl M E=ICt
o

O_

O|2{gt DIAZS2 linux/inith S|HIHAY FolZ[Of UCL O] HRZSS MEE I K2 =0| FIs{oF & F LT
FZ2 initdl cleanupO| 122 & 0| o7t |0 AO0{OF ptCh= HOICH DFXA| MCHH ZHut of2{7p 2ds
Z0[C. of7|of oj2{gh W&o tHet of X7t MSE O RAUCE
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Example 2-3. hello-2.c

/*

* hello-2.c - Demonstrating the module_init() and module_exit() macros.
* This is preferred over using init. module() and cleanup_module().

*/

#include <linux/module.h> /* Needed by all modules */

#include <linux/kernel.h> /* Needed for KERN_INFO */

#include <linux/init.h> /* Needed for the macros */

static int __init hello_2_init(void)

{

printk(KERN_INFO "Hello, world 2¥tn");
return 0;

}
static void __exit hello_2_exit(void)
{

printk(KERN_INFO "Goodbye, world 2%#n");
}

module_init(hello_2_init);
module_exit(hello_2_exit);

OfX o2{g2 + 7Hel &M HEE=S LEs U EACE CHE 2ES 7HEE =2S0l=A: Of2fet 20| gt :

Example 2-4. Makefile for both our modules

obj-m += hello-1.0

obj-m += hello-2.0

all:

make -C /lib/modules/$(shell uname -r)/build M=$(PWD) modules
clean:

make -C /lib/modules/$(shell uname -r)/build M=$(PWD) clean

linux/drivers/char/MakefileE HT{&EX}. Of2{F0| A1t 20| E7t7F HE0| W0 AX|T O|HZ2| obj
O{C|2 A2t A7t? Oefot A3 EHER fAMSH M2 ’:‘JOH—H7|7P ok "X RO,
0bj-$(CONFIG-FOO)I} 2 52 obj- y =2 obj-m 2 XML QU
HEE A=LFof HERUCE (y B2

menuconfig S22 J2{st HHOE S HHSt= linux/confi

-m 2
224910, 0]Z42 CONFIG-FOO =7} o= |

ot ot AE2 O E2E0| make
sl =20|C}

—

Q
1=
e
I
rE
als
ujn
10

O 222 7id 227 0|=0f s MK oS 0 AHSICE init 1t cleanup &
Jnit {32 AME7tse 2&0| ofd L& E2to[Hof Ci3) init et+E =2{2% = HEZ|2FE HAEC init
g7t MO S Ofsi7t 2 ZAO|L.

=3

ot

FHEE init B

HJ|[L|

QBt _initdataZ} ZX§SHC}.

_exit I3 2= HE0| 250 2E/JAS If &2 +2/2 OF7|St=0, _initat OIMIIX|2 AHE7tsTt &0
SIH7F QICH CRA| S| O2{£0| cleanup &7} SXISHI|Z A4

p = =1 H —
E210|H (built-in driver) & cleanup &7t ZQSIX| QCh= FO| 2AEBHA 087t & ZO|Ct

olg{gt A 2= linux/inith Of Folz[Of A HEMZE[Q| St 2SI FCL O220] HES
unused kernel memory : 236k frred" @ Z2 HA|X|E ECtH, HEH 227t XHIE S HasHA L4 AUS ZHO|CL
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Example 2-5. hello-3.c

/*

* hello-3.c - Illustrating the _init, _initdata and __exit macros.
*/

#include <linux/module.h> /* Needed by all modules */
#include <linux/kernel.h> /* Needed for KERN_INFO */
#include <linux/inith> /* Needed for the macros */

static int hello3_data _initdata = 3;

static int __init hello_3_init(void)

{
printk(KERN_INFO "Hello, world %d¥n", hello3_data);
return 0;

}

static void __exit hello_3_exit(void)

{
printk(KERN_INFO "Goodbye, world 3%#n");

}

module_init(hello_3_init);
module_exit(hello_3_exit);

2.5 Hello World (part 4) : Licensing and Module

Documentation

Of HE 24H{7T O|= 2] HES AL U= ER0, OH=ZO0| MEAZF HAE 252 2SS
A 22 HAXIE 2E Aot

N2

# insmod >0000.0

Warning: loading xxxxxx.ko will taint the kernel: no license

See http://www.tux.org/lkml/#export-tainted for information about tainted modules
Module xxxxxx loaded, with warnings

HY 24 HH™ 0|=0|, GPL(General Public License) 0 €3S BH0F REQ| ZIO|MAE HA|SI=E O|FH L|FO0|
OOHE|QACE d2fM ALEAE2 2ot 22 Z&S AME8Y I 1 250| LEAATL OfL|Zh= 0| TSt
BIAMAIXE EA ECh 2to|MA0 Cidi GPLE H& fletd2 ZAMAIX|= EHE[X| Y=Lt
et 22 2ol A HFHLE 2 linux/moduleh SHIHA0| &AMS| FlE|0f AL ZASHZ HigtCH

ot
=
Ll
=

Il

*

The following license idents are currently accepted as indicating free
software modules

"GPL" [GNU Public License v2 or later]

"GPL v2" [GNU Public License v2]

"GPL and additional rights" [GNU Public License v2 rights and more]
"Dual BSD/GPL" [GNU Public License v2

or BSD license choice]

"Dual MIT/GPL" [GNU Public License v2

or MIT license choice]

"Dual MPL/GPL" [GNU Public License v2

or Mozilla license choice]

The following other idents are available
"Proprietary” [Non free products]

There are dual licensed components, but when running with Linux it is the
GPL that is relevant so this is a non issue. Similarly LGPL linked with GPL
is a GPL combined work.

This exists for several reasons

1. So modinfo can show license info for users wanting to vet their setup
is free

2. So the community can ignore bug reports including proprietary modules
3. So vendors can do likewise based on their own policies

EE T T R e R R R N T R I N

*/
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H|==5tA, MODULE_DESCRIPTION( )2 Z2&0| O Aet2 HSt=X|0f CHel 7=+ U= FHO 0|1,
MODULE_AUTHOR( ) @3 0j= 2&2| MAIE, MODULE_SUPPORTED_DEVICE( )= ZEO| X|&s
7|=5= YEOo{o|Ct.

O|2{gt DH3 252 linux/moduleh SHII A F|x|0] U2 HE AAZ 02t ARSS AHESHA| WLt
(5, AFEXAZ ZEHO XM B8O ot= FE0IC)) objdump o Z2 =S ALESIH flet 22 jA==S &/
[e]

I'Q‘

Stolste QUCt Olajs AAR linux/driverol N 9(9iZS S8 AF83I0] RS0 MXIZ} of%A XHASo| mEo| 9ot
22 HESS 7|2 SRR A Hols B4 Y Holck

grep -inr MODULE_AUTHOR 1} Z2 FYol FHIAUSH L 20|Ct O|H 20| A55HK| U2 AHEXt2tH ofof

LXRI} 2 7ol £FME Fotgh Z0|C}

SHC EMEHEYIE FE MBS X, a2t HEH7|E0| tag filesE =0
2 =2 make tags Lt make TAGS 2F Z2 HAHAOE Eof| usr/src/linux-2.6.x/ 0O

EZ|o|M {3t EfOmMASS , AAME 0|83t o™ &+=E

== [l
sIL B 5 Zee B4 B4l HASE HE 0FT4 A2 Hol

Example 2-6. hello-4.c

£3

* hello-4.c - Demonstrates module documentation.
*

#include <linux/module.h> /* Needed by all modules */
#include <linux/kernel.n> /* Needed for KERN_INFO */
#include <linux/inith> /* Needed for the macros */

#define DRIVER_AUTHOR "Peter Jay Salzman <p@dirac.org>"
#define DRIVER_DESC "A sample driver"

static int __init init_hello_4(void)

printk(KERN_INFO "Hello, world 4#n");
return O;

}

static void __exit cleanup_hello_4(void)

printk(KERN_INFO "Goodbye, world 4¥n");
}

module_init(init_hello_4);
module_exit(cleanup_hello_4);
/*

* You can use strings, like this:

*

*

* Get rid of taint message by declaring code as GPL.

MODULE_LICENSE("GPL");

* Or with defines, like this:

/
MODULE_AUTHOR(DRIVER_AUTHOR); /* Who wrote this module? */
MODULE_DESCRIPTION(DRIVER _DESC); /* What does this module do */

*

* This module uses /dev/testdevice. The MODULE_SUPPORTED_DEVICE macro might
* be used in the future to help automatic configuration of modules, but is

* currently unused other than for documentation purposes.

*

MODULE_SUPPORTED_DEVICE("testdevice");
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2.6 Passing Command Line Arguments to a Module

ZE2 AUMEZRS QXSS FEgs U=, o 2S0| 0|0 AH8EX| R=2= argc/argv = AMEE S QlLh
OfZ2=2 250 AX=0| AFEE S UA BH7| 96, HUMEZQ QXSS M2 M AStA, module_parm( )
225 AMESHO ( linux/moduleparm.h | HI A0 Fol=[0f RACL) ?2] AX=2| HALIES 28+ Ut
AHAIY insmod = ./insmod mymodule.ko myvariable=5 2 Z2 HAEWE Eol| FTOHT HME=EICIO| CIXES
O| 83 H+=2 M2 AOICh. HFFHolel HAZRE 7I5d2 fI6] Z=2 Y520 AX[Sh= A0l FCt. ofzfo
A= oM7L fl0M St =HdS5S & 2rdstd QU

module_parm( ) |3 2= 3749 QXIS F|ICh : Bi=0| 0|21} E}Y, &3t (sysfs O CHS

23 st otg 9lsl)
Integer EfQQ| Ha== unsignedL} YHIX Ol HEO| signed 2 MO|E 4 QUL O{HESO0| HIEHE Integer HFE

T =
A3t AICHH, module_param_array( )1t module_param_string( ) i3 2& AtESIH EICH

int myint = 3;
module_param(myint, int, 0);

oA ASHRIT BiE2 X &A7tSOHL 245 T ib=
o2iZS2 M W X2 count variabledf Lot ZQIE{S EAZF0{0f olCt K22 S
il B@AZ= ULk offof F7kA] 250 CHoi GlAlS HSotRUCt

int myintarray[2];
module_param_array(myintarray, int, NULL, 0); /* not interested in count */

int myshortarray[4];
int count;
module_parm_array(myshortarray, short, , 0); /* put count into "count" variable */

T2 MEV=ZE, B HeE ZEHS F2 10 A0t Z2 J|2UC2 2F5= A0ITh 2ef #4350 7|24US
7FX| QUCHH autodetectionZ =&stat OtL|H, & gt2 RS2k O|F=0 CHo =<0 F&5HAH 23 AOo|Ct

OpX|2te 2 MODULE_PARM_DESC( ) O3 Z &7t /=h, ZE0| o}

w40l 7|20 ALSEL) § ja=
St 27kRIQ) QIXFE FOHEH, #4 0|21} stingQE O|ROIT H0f ChE

2YE0IC}

27
i’
rx

Example 2-7. hello-5.c

int myint = 3;

module_param(myint, int, 0);

int myintarray[2];

module_param_array(myintarray, int, NULL, 0); /* not interested in count */
int myshortarray[4];

int count;

module_parm_array(myshortarray, short, , 0); /* put count into "count" variable */
/*

* hello-5.c - Demonstrates command line argument passing to a module.

*/

#include <linux/module.h>
#include <linux/moduleparam.h>
#include <linux/kernel.h>
#include <linux/init.h>

#include <linux/stat.h>

MODULE_LICENSE("GPL");
MODULE_AUTHOR("Peter Jay Salzman");

static short int myshort = 1;
static int myint = 420;

static long int mylong = 9999;
static char *mystring = "blah";
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static int myintArray[2] = { -1, -1 };
static int arr_argc = 0;

*

* module_param(foo, int, 0000)

* The first param is the parameters name

* The second param is it's data type

* The final argument is the permissions bits,

* for exposing parameters in sysfs (if non-zero) at a later stage.
*

module_param(myshort, short, S_IRUSR | S_IWUSR | S_IRGRP | S_IWGRP);
MODULE_PARM_DESC(myshort, "A short integer");

module_param(myint, int, S_.IRUSR | S.IWUSR | S_IRGRP | S_IROTH);
MODULE_PARM_DESC(myint, "An integer");

module_param(mylong, long, S_IRUSR);
MODULE_PARM_DESC(mylong, "A long integer");

module_param(mystring, charp, 0000);
MODULE_PARM_DESC(mystring, "A character string");

/*

* module_param_array(name, type, num, perm);

* The first param is the parameter's (in this case the array's) name

* The second param is the data type of the elements of the array

* The third argument is a pointer to the variable that will store the number

* of elements of the array initialized by the user at module loading time

* The fourth argument is the permission bits

*

/

module_param_array(myintArray, int, &arr_argc, 0000);

MODULE_PARM_DESC(myintArray, "An array of integers");

static int __init hello_5_init(void)

{
int i;
printk(KERN_INFO "Hello, world S5¥n=============#n");
printk(KERN_INFO "myshort is a short integer: %hd#n", myshort);
printk(KERN_INFO "myint is an integer: %d#n", myint);
printk(KERN_INFO "mylong is a long integer: %ld¥n", mylong);
printk(KERN_INFO "mystring is a string: %s¥n", mystring);
for (i = 0; i < (sizeof myintArray / sizeof (int)); i++)
{

printk(KERN_INFO "myintArray[%d] = %d¥#n", i, myintArray[i]);

}
printk(KERN_INFO “"got %d arguments for myintArray.#n", arr_argc);
return O;

}

static void __exit hello_5_exit(void)

{
printk(KERN_INFO "Goodbye, world 5%n");

module_init(hello_5_init);
module_exit(hello_5_exit);

MAtE O2{20| oot Z#2 AEQl FAMSHA ALEdtE #FICL

satan# insmod hello-5.ko mystring="bebop" mybyte=255 myintArray=-1
mybyte is an 8 bit integer: 255

myshort is a short integer: 1

myint is an integer: 20

mylong is a long integer: 9999

mystring is a string: bebop

myintArray is -1 and 420

satan# rmmod hello-5

Goodbye, world 5

satan# insmod hello-5.ko mystring="supercalifragilisticexpialidocious" #
> mybyte=256 myintArray=-1,-1

mybyte is an 8 bit integer: 0

myshort is a short integer: 1

myint is an integer: 20

mylong is a long integer: 9999

mystring is a string: supercalifragilisticexpialidocious
myintArray is -1 and -1

satan# rmmod hello-5

Goodbye, world 5

satan# insmod hello-5.ko mylong=hello

hello-5.0: invalid argument syntax for mylong: 'h'
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2.7 Module Spanning Multiple Files

Mz= HE2ZES of271ef ntez Z2[siofF & 327t YL,
otzfof #lof EHOJ g =AUt

Example 2-8. start.c

The next file:

Example 2-9. stop.c

And finally, the makefile:
Example 2-10. Makefile

myint is an integer: 20

mylong is a long integer: 9999

mystring is a string: supercalifragilisticexpialidocious
myintArray is -1 and -1

satan# rmmod hello-5

Goodbye, world 5

satan# insmod hello-5.ko mylong=hello

hello-5.0: invalid argument syntax for mylong: 'h'

/*

* start.c - Illustration of multi filed modules

*

/

#include <linux/kernel.h> /* We're doing kernel work */
#include <linux/module.h> /* Specifically, a module */
int init_module(void)

{
printk(KERN_INFO "Hello, world - this is the kernel speaking#n");
return 0O;

}

/*

* stop.c - Illustration of multi filed modules

*/

#include <linux/kernel.h> /* We're doing kernel work */
#include <linux/module.h> /* Specifically, a module */
void cleanup_module()
{
printk(KERN_INFO "Short is the life of a kernel module¥n");
}

obj-m += hello-1.0

obj-m += hello-2.0

obj-m += hello-3.0

obj-m += hello-4.0

obj-m += hello-5.0

obj-m += startstop.o
startstop-objs := start.o stop.o

all:

make -C /lib/modules/$(shell uname -r)/build M=$(PWD) modules
clean:

make -C /lib/modules/$(shell uname -r)/build M=$(PWD) clean

AR O ZHel 2telbsl BohkE 2 FOo| QKR OPX[ oM oA 22l=
N oeimE oo MUS2 ZYE ZES 9ol object fileg BEE 0|1, F

— = —
Z}Zto| object MAS0| ZE0A O REEQIVIE FAIS F= ZAO|CH
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2.8 Building modules for a precompiled kernel

HESH M= forced module unloading (MODULE_FORCCE_UNLOAD) : "2|°] SM0| =43} E|UCHH rmmod -f
module®] FHOIS Saf 2L DEO0| QHMBIX| UCED MZWS I ZHZ ZRES ACE o 22 8%
AE2 o252 HENM AHEZs UAAET SH7IRI8] olfzZ2l HES MAMY & AS FHIAUCH %t 22

E

=
Mol 282 dE2se =18 ZoFL, 2o HEuFoMe HES MELA+E 2I|H22 F0E AO|C

oo »

2HHO| ool Hutst HE S8 Linux HIZEHSS

ofm
2
R
i
o

: oL}, BExel = CEE EEEET
O£ 50l BES NOYD 48 ZLIt 4 HOITh 99t 22 HFOIM Ci22SS MAUTAO| SBEX| YL
g B2 WRYSD HX ¥2 HAA ABF Ao RS BES HIYSD BBS UL Y
ol2{20| flof 22 Z20| Wayg LN RAUCW, 0 RELS 1Y €D W 0 CHA| 3R Bt

O, Zref o{2{&20| 72 source treeE XA K252 HER2= HLAN ArEst HEo| EXSHE
AL EEel 20 of2fet Z2 o2& LA & ZAO|Ct

| insmod: error inserting 'poet_atkm.ko": -1 Invalid module format

OpA
ini
ol

=5t ME = /var/log/messages O 7|& =L}

Jun 4 22:07:54 localhost kernel: poet_atkm: version magic '2.6.5-1.358custom 686
REGPARM 4KSTACKS gcc-3.3" should be '2.6.5-1.358 686 REGPARM 4KSTACKS
gcc-3.3"

I M2, "0l 250 HIfStn4H 2 2E2| version string (F=5| ZSY version magic) 0] o2{22| 7 Eut
LXISHX| @Ot EA7t LK REUCH 2h= O MX|O|Ct. HES| version magic2 vermagicR = A|%}5}= static
string®| YEE module obejectd]] MZEEO| QUCt FO{FI B-E9| version magicdlt CHE 22X TASH| 26l
modinfo module.ko HEHME ArS}AL

[root@pcsenonsrv 02-HelloWorld]# modinfo hello-4.ko
license: GPL

author: Peter Jay Salzman <p@dirac.org>

description: A sample driver

vermagic: 2.6.5-1.358 686 REGPARM 4KSTACKS gcc-3.3
depends:

of Zte HRE =3 8l R2|= --force-vermagicll 22 HHOIE AMR{Of X
HBIMO2 ZE MM 38&X &
o|c

—
ot= A0| siZMO| Eltt= =

4% it pA 4o
ox
=2 ]
x

¥ o

n ru

FAELCE, X 21 S HTHC[ 2 source treeZt ME7HSOES oAL O2|1LEA 22|52 HEL
230 AFEEl= Tt2 S HAL (/boot ELO| config-2.6x o Z#2 YEIZ RAS A0|Ch) d2|n 9o dFmUS

&2 Y source treed| EA}SHKL ( cp /boot/config-'uname-r' /usr/src/linux-"uname-r'/config. )

CHAl O|T Q| o 2{TMX|Of =HE SEFO{EX} - FO{T 2F0rY 2| version magic 25 AHM|S| HTHEXL X0
F7HAel 2EuY0| YA LR FLE AS AO|Ch ALt OFF Z=I0rst version magice| XHO|E AS
Al olzgt 22 Xoj= BE0| HEZE ML= AS U7|0| 528 AH0[O|Cy O|2{et Xt20rst XHO|E custom
olz} sl=H Z&2| version magic Al =X|IX|2t DA =XYSHX| U= EE2O0|Ct ( custom2 makefileO|

USOU= ZRUH, ¥2 HES HIE2R & 7te 20 2dstct) J2[n R2|9f /usr/src/linux/makefileS

g
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HEHA FYAE HEYETL 227t AHE3HE HE2 HTEZEL LXBH=X|E 2elotAl. oS S0f 0222
makefile2 Ct21} 20| A|ZH=! Z{0|C}.

VERSION = 2
PATCHLEVEL = 6
SUBLEVEL = 5

EXTRAVERSION = -1.358custom

O|st A0, o2 S EXTRAVERSIONS| Zt2 -1.3582 HHZAS|OF It R2|= OHESO HYE ZMAUO ALE=
makefileS BTt A2 AZETICE (/lib/modules/2.6.5-1.3580] | X[ 1,

eS| cp /lib/modules/'uname-r'/build/Makefile /usr/src/linux-'uname-r' @EHO|E Sdf W
FII2, 0teF o2 £20| O|™Q| makefile 2 HES A|ZISIAULIH, make HEHO|E CHA| AsHS
Jusr/src/linux-2.6.x/include/linux/version.h &||H oo UTS_RELEASEE =MoL} HAXA
MNees YEE ACH

O|X| make HZHOE Edll object, version header?t d™d 2 AGIO|E SIX} :

[root@pcsenonsrv linux-2.6.x]# make

CHK include/linux/version.h

UPD include/linux/version.h

SYMLINK include/asm -> include/asm-i386
SPLIT include/linux/autoconf.h -> include/config/*
HOSTCC scripts/basic/fixdep

HOSTCC scripts/basic/split-include
HOSTCC scripts/basic/docproc

HOSTCC scripts/conmakehash

HOSTCC scripts/kallsyms

CC scripts/empty.o

ohor 0j2j 20| HUS AHIIY Sjofsts B0 ChsfM A0 FICHYH, CRTL+CE E3) build processE FThets
QICH (SPLIT 2tQI0] LIEFLEZ| FHof -> 0|0] of2{£0] T TYUo| §H|E|o1 QCt. (versionh. &|EIHY) )
OlX| Gl2iESo| BES CHA| HLYsi=AL CH2 of2{glo] MAE oz AmMAL|of 2o B ZHo|c
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Chapter3. Preliminaries

3.1 Modules vs Programs

3.1.1 How modules begin and end

D202 25 Holg+25E AXED, o2 7tXe 3E0=S ddstl =L oK HERE2 O|t=
g HEA o Z FASICH HERE2 g4 _init_module 52 module_init 2F Z2 &2| EZ A|ZEICH
(F2le ?I2 #2 & “entry function” O[2t F£EL} )?(2| gt 22| AXZE 205, 7|[sXH2z2 2=0|
OfF g ShEX|, J2/n 287t WRE ¥ I 250 HSU4 U2 AL UHH: AVS Bk 9IUES0)
TdE =, 250| MEots ZES0| HEZZFH ALEE7| K| 222 OfFAX SHA| 41, 2{9f entry
function2 Z = E=IC}

Z2E2 cleanup_module Z2 module_exit 2| 0|52 = -
FTags= entry function O =3t B E 7|552 THot7| Mol &EfE E|ZEICL (Undo) &, entry functionO|
register ot 2= 7|S&& unregister 5t= Z0|Ct.

S RESS 99| SR, entry o exit 752 St BAE JHHID Y0{OF BLh 919 £IHK |5 ohe B
THS Ste CHYSE Hio| EXYSHX|QH 2|= "entry function" I} "exit function" 2= 0|2 AIRSIEE A}

(Zt2to] 8 0= init_module 1} cleanup_module &£& 9|0|StHC})

3.1.2 Functions available to modules

ZzHE2 g AHUS0| ZalohK| @2 55 Attt printf() g7t F2 2t o7t & 5 UAZLE

<2l Ol2fst 2to[EE 2] 52 AH8oI0 Z2IYS gttt Al2 9ot 22 252 linking 2HgE X7
bR 2|22 2280 ZX2 SZ5X| @0 (linking 182 printf( )2t 22 2t0|282| gd+=8 2XN=
F2|7F Aget T2/ HEAMAM 2ESt= i8S L)

AERE2 0|2 R0 £ LErHol 2zt Ch=Cf f2[7F Zdet "hello world" 2E& O|E SO{EXAH,
printk( ) 2t= 20|22 22| &4+& AIE}MX|TE AXZE I/O LibraryE include StX|= QUAQULCE O 0|8 = ZELS
insmod7t M3 E|= FO| printk( )QF &2 &4+=2| symbol0| Z™E|= object file 0|7| IjZ0|Ct. symbol =2
g=H FHols HE 2227 BTt &, R2|7F A8t et (20|2e{2| g=E2 20) = HE AHH0A
MEkl= 2= ZAo|Ct Tref 20| HEZRH FZ=E|= 0|2% symbol S0 {5t F=SIEHH,
/proc/kallsyms Of| Ao =tQI 2f == QIC}

HJZ

2etHQl 2to|E2| 42t system call2 M2 Ct2EC= AS 7|YoHAL 2t0|EE 2| g+52 =8 O =2 &2
2, & system call B0t ZgH HOPA Z2IHS0| AAEEs U AT ALEAI2| SHFE0AM AF 7| ME

system call 2C} =2 +F9| gt Tt QUCE EHHO| system call2 HE AHOM HSEH HE I /X
go| S AN HAECE printf() g AL7|A O0f LEHQ +=Fo| E8e+2 HO[X|M HHZ2=

=
29| system call@l write( )& Sl HO|E|E string@ 2 formatz} st = SHC}

2HZ printf( ) 24E A8 0@ ZThet 2ATFES Of2fo| Fods] 2/ 0| S 2HZ OfHst system call
O] A=A &lsh EAt.
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#include <stdio.h>
int main(void)
{ printf("hello"); return 0; }

gcc -Wall -0 hello hello.c HEHOE A2l ALt StAL. 1 = strace /hello HHO|Z AlSMSI0] EXf = X|
oyl EEn|le B2 QL printf( ) B2 AF2E Q] SEEL|+& system call2 2|0|SHCt. strace HHO =

Z2 0| PHSO0{H system callat, 2|EHE|= QXS0 FAQUZE of 2 A MS| =250 ECH e AFZE
ZE230| ofift mo| MISt=X F=5st= AS 7ts7 dt= AL EO0|CH E2E 2{E2 write(l, 'hello',
Shello) 2t= 2918 &4 A=0|, 0|Zd2 printf(hello");, 2}QIo| ZHF Xl ECHE 24QI0|Ct O 2{20]| fopen, fputs,

fclose@t Zr2 2to|Ee{2| S5 AIESHHMEE f &2 write 2F0| s A=K S+ UAS AO|CH
0l JZCHH, man 2 write 2 writeQ] Oj5YS AHEX} writeQ] 2HM| MM system callof 23t (kill () ot

read( ) ) LHES 10 QUL 3HHK MM2 library callof 2ot LIRS CHFD J}=0| cosh( )2t random( )52 &H
o2{£0| X=3t FHESS CtE21 QUL
o222 Yo = FALIOL HE9| system callE 0]2{20| 23t ZEZ HHE XHYUS & AOICL FYHES TS
EZ0|Qfn} Z+2 B0l T2 WS ol @It 22 EHS A7 L} SHX|DF 0j2{22 "Tee hee, that
tickles!" @ 20| & O 2=t HE2 sl oo T2 2dg AolCt

3.1.3 User Space vs Kernel Space
742 Xrlof ZHHE|0f JACE O XHI0| H|C|R FtE, SIE EZI0|E B2 MX| HZ2|E 2|0| 3l7|= $HC|
Z2JHES FF Olzfst xr%% floff ddstct 22(7F o EME MEYMCHH, updateb?t K& LIES
HIOIEﬂﬂﬂolﬁ | ACIOIE S ZAO|CE Ol o222 viml} updateb= S SIEEZIO|EE SA|0| ALESHA
EICL HE2 BE AE0| %Hrél ZEsHA YERZ ASIEZE 22|19t Z2 FMASHA Ut &2 A=A
SN EH°F HEHDHE 205X %2 Z40|Ct o|2{st AW HES QIof7| s CPU= ZtZto| MEO|AM CHE
REZ AMEO| 7hsiCh 220 BEE ZIXt7F sl A2 AES ¢

ME Ch2 xtgol MEE JHAiCc

oIl 80386 F&&= 471e] REE ZHA|=0 ZZ4E ring0|2f RELL fRHA= 2% F J49| ringE 7HX|=H| (F712
DCE X)) 71E &2 ring, & superviser 2 =(ring 0) QF 7H& SHE9| &, user 2 E(ring 3)2 2|D0|SHC}

CtA| system calld} 20|E2{2| &%=9| O|0f7|2 SOt7I= Xl YHtX Ol A0 Oof2{22 user modeOf|A Z}0|E2{E|
g=E2 AFEY Ao|Ch d2|n AFEE 2HolE2| ga= 02{7hQ| system callg ==Y 0| 0[2{3t system
call2 2to|Eg{2| g2l FojA HHME ZHolH HE2l SHEEO A superviser modeZ M3O| & ZO|CH DEZE
system call2 ZtX}o| 20| ELIH CIA] user modeE &0 @A =ICL

3.1.4 Name Space

20| 22 ¢ ZEIMS g I, 022 7I=5de EW6ts HEE ALEY 0| BHY HHHO|, 0f2{£0]
CHE AMEIS M0 SiFSt= oot MY HE CHA| AFESICHH M=29o| H= 0|8 MZ0| =0 YojLf
Tl 2 2X7F 2 Ao|Ch Bof 20| A FEE = gle O[Tt 0|52 MYt 2 ZEOUMS
- S0[2tH 2|2 namespace pollution O|2t= EHME 7HE ==2dE 25t Qe A0 2 Z2HE|A
M=o Ci3t O] 22| O| 0| CHe 7|Yst, 2fXte| Wi MEYS e S0 Cft 10I0| HEA| Hasirt

72 ZEE Y ME, AX|0f 20| 2| 22 Z50|2F &X|2te AEE 252 HAMel HEZE linking &
Ao, /oM gt F22 d2{oIftH O|A2 23S FIL0Ust ZH7t ECh 22t 22 EMEE Tdhes 7td
2 HY2 o720 H HolE prefixE A5t HE H4E static 22 MO St= ZAO|CL MEXH2=z 7{E9
prefix= ﬁ\_—E—IfE Ho|g|QICt Of3{820| BE HAES static 22 MO 8}7| MCHH 0]2{£2| symbol tableg Ho|s|
HE20 s=ot= HHEO| ALt f2[= O| A0 Cisi Xt=0f CtF0l & ZAO|Ct
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/proc/kallsyms HtA2 HHOA A5 A= EE symbol O 2ot HIOJEHE 7t 7| ME 2§ SHAM ALE

3.15 Code Space

oz2 2= o St FAH ot f2l= HE2| 22(0f s ME7H7 OfL X2, X 2= &HdS 2l
HIER|o] Aol CHel & RUAO{OF ShCf.

Y O]9 Z0| segfaulte| A 2l0jof CHet Wz si=2H0| BICHH ZQAE M=z HR2Z|of /XS 7t2|7[X]|
HECHE AMEO Ofol =% Aotk Z2MA7F 20 RE O, HE2 2X HE2E Z2M20A ZEotct
(27 &€ s ZE9| 2, g, AH, 259 ASS fI%) HZ2[= 0x00000000 22 Al%fsf st THg
FaE YL (O7IMe "W AREE 4GB HRZE[E 7HX|2 A=H|, Fobd e ACts 27" 2t1
Lotz 0| OtL|C O Z2MAE s HE2|7F 0x00000000 Of2t= =2|H FARLE AMECHE O AREO|
TSROt AAS Loh= AOLh) ZZMAE o) 2EE M2 Fas M2 FXX] EeCh (EXA =EH st
M7t 24SHA 2 AO|Et) BHAl 20{M =OHH, 2479 ZZNATF 2|2 Oxbffffa78 OIEF" B e
HI2oHRT 24X YZote S8 HR2E2|ef /Xl= Lt20= AOICh F Z2M A= 422 Qs 2 & A
=28 HE22[e HZE ?Idl offsete] /P22 (et 2 FAE AMESE AOItL HRE2 ER0A 242
Z2MAE OFE Z2M 20 H22] FHo| ZZokXA| RS opX|2t J2jeh d-HS0| A= AAS2 =0
CHRES SHAL

HE2 e =20 &A AHete HEel FAS HR| 2 ACE 2 2 HE0| %’S*.EE BHANEL HAEs
Qlo O Z(semi-autonomousztl &= QUL = A}RMOI Q70| QA EX| =& XA EEE) Z4Zo| mEES
Atalgtol HE 2|20 29| code spaceE H9SHCE O3 B2, o229 Ego| segfault &EfE ZAA|ZICHH
FEIE2 HE FA| segfaulte| AEHO| BEX[A Tt 2|0 FFeF o{2{20]| Of2{gt AEfO|AM HIO|HE XNETHCtH
EdE Ao|Ct 2o HEi= HMZE AHLIA LIE H=0|EE, 2E2 It 22 &~0]

of

o=
o Fofsjof het.

O, ©HY HEE A8 AHE0|2HH o 22 40| 2 wiers QUL 2|11 microkernel 0|2} 22|=
0| e Qo HEL2 ZHXtEtO| 22 codespac hurd 2 QNX Neutrino?} microkernel?|
ot 0 0|C}.

(0]

i
N
>~
kI
30
o
[

Z

c

catole 289 BRE SHLQIH, Al2Y EELL TV $M7t=9t 20| BESI0IS Y8 752 MBI
RU201M 22tel H=glots /dev FEO] IS T O1B22 LSRR, 1 HUSE H=olgte
JNAE SES HBCL J2letol, Setolbis QX Z2IYO o Bols RojA St=Yofete] S0
HsotEE st g st

3.1.6.1 Major and Minor Numbers

El

3 4o A MYESS AMMHEXL Of2fo| 37§2| IDE hard drive0f CHSH ™EZ} LIEFL} QUL

# Is -| /dev/hda[1-3]

brw-rw---- 1 root disk 3, 1 Jul 5 2000 /dev/hdal
brw-rw---- 1 root disk 3, 2 Jul 5 2000 /dev/hda2
brw-rw---- 1 root disk 3, 3 Jul 5 2000 /dev/hda3
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Aot Ol 9| =Xt7F EO0|71? A HR| HS = ZX|2| major number 2 LIELHHCE = HA| S = minor numberg
LIEHHTE major number= Of2{Z2 07 O E2I0|H{7} SELQIO| HIZ5H7| 28] A El=71E LIEFHCE 24219
C2t0|HE 1879 major numberZl 20 &0 QUCH P BE= major numberZt ZCHH S|E major numberE 77
YHE2 B& 22 =2to|Hof 28 HEE S 2l0|etit 22| oo M, 2= major number 7} 30|22, 5t=
E2olEs BF &2 E2to|Ho| 23 HEE 'S € + ULk

[=] =2 T M

minor number = Z& EZIO|H0| 28 HEE Ll& XSS FESHY| ot EX2 AFEEICE 29 o2
=O0t7kAM, HIE 2E SIES0| 22 E2t0|H0| osi HEE T|X|Bt ZX7F 170l SEQHE FEES ¢

KEE 5 7HXQ] E}Y : character device 2} block deviceZ L}&IC} block devices Q80| Ciet HI7}f
MM Zhzte] Fo thsh 7+ 2He| @F¥E 1ES7E ULh 0] RE2 MYZK|OM i 523 $—E—°._|E1I
Lt A= QF0| SOIRE I HH 2| ME XLt HFO| Ot 7Ptz FS HAN XNE|5t= A0l =2

[ W QA7| M{FO0|Ct EE CHE XHO|™ 2 block devices inputdf CH3l| block TS| output ( %7*9|
off 2t block o] A7|= CtECLL )& E=HSIX| 2 character devices AL 22 Ched| H HIO|E M

== 2= UCh= AOICL ( block device2L} ZitE2| THe{7t R&XO|Ct ) SX EXcts RS FXE2
character device Q10 D™=l block size EtR|Q| =HZO|LF HI{E Z4E SZH0| EQSHX| 7| [ £0|Ct &L
Ojat C|HFO|A IO| character deviceE 2|BtAQIX|, OFL|™ block deviceE 2|TtARIX| of CHsH Is -| FEHO|Q
=HIO| A HR| EXE B0 U4 =0, ‘b’ = block deviceE, 'c' &= character deviceE °|0|stCt 29| O =,
B E C|HO|A 7} block device?lH|, Of2fe| oM BE C|HIO|AT} character deviceO|Ct. (A|2]|Y ZEE Q|O|Eh

-4

Mt ox pe mo iy o
M oo M

_>¢

m

[P T

# Is -| /dev/hda[1-3]

brw-rw---- 1 root disk 3, 1 J
brw-rw---- 1 root disk 3, 2 J
brw-rw---- 1 root disk 3, 3 J

ul 5 2000 /dev/hdal
ul 5 2000 /dev/hda2
ul 5 2000 /dev/hda3

C|HFO| A0 2=l major number &2 ZQIstn 4/CHH, /usr/src/linux/Documentation/devices.txt £ 2QI5IH EIC}

AARO X E 2= CIHO|A TYE2 mknod HHONE Solff H-dE|QACt —?—E|7f major number2 12, minor

numberZ 2E 7}X|= coffee 2f= O0|E£9| character deviceE MMH3517| QM ZHEHSHH mknod /dev/coffee ¢ 12 2

2t BHOE Y=stH EICH 0{2{20| A ClHO|A IYUS /dev EG 2+ 2UCh E&2 B2 /dev

E00| CiHiolA meg EX|8h o2{£0| HAE FMo = ClHio|A IS 2 82U o220 HE 2=9

Ao XY= ot= E00| H{E0E HAGICL (5, ofigst EG0M Y StEetz 2bA4 gicth) TR 20|
olo

2= E ClBto|~ AR ZHE SHOA Z2[5tH =lCh

flel =AM FstA CHRXIX] HpAE RHIEKQ ArgS0l o) =5 o Y22 AgS SHEAL CjHO|~
OrAof| oflfst X7 HAsty T, H<E 2 ClHo|A m9| major numberE AFEd O E=2}0|H 7 {9

ClHtOl A& mbRdof ot B22 MO{st7| ?loh AM&E=A| TEettt. o &2, 20| minor numbers AHE5HA|

BEALEL 52 Of =A7F 720 obFH 0|7t gl= A2t e 4= ACE FSHA =2t0|H XpLIZHO] minor
numberE A3 02| 7tX| CHE SIEQY05S FECH

-?-

Il

QB3 S, Of7|M KAE T3k =0 B W2 PCI FhEot 22 Ho| Oflat mEL A4l Atejol BEgof
AHHIE olOjgic Offof S74x| ClbtolA THAS AHEAL

% Is -l /dev/de /dev/fd0ul680
brwxrwxrwx 1 root floppy 2, 0 Jul 5 2000 /dev/fd0
brw-rw---- 1 root floppy 2, 44 Jul 5 2000 /dev/fdOul680

ol{=2 ¢l2 & 7H2| CIBtO|AT} block device 0|0, 22 EEZIO|HE o HEE &5 € + ULk £ 92
YXl= 220 C|23E Qojgs € # Utk 02 20| otLtel E2L| C|A3FE ZHX|A QAT StEEtE 2t Z#2
Z1p7t L= AO|Ch A &7t?
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[ |
CIA3E o|O|sta, 1.44MBQ| 'formatted' 21| EZIO|EELC =& O
O2EH 2|l= 5 7i° CFE minor numberZE ZtX|1 ¢
UCE TN XMA7F 222 FAHCQ o0|o] StEQY 2t T2 oA

StLi= E2I| E20[27} 1.44MB2| XME YFE of0IStLt. I—H3'|7<|°| ot

o T o= EET
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MBOI 'superformatted’ ZZ 1]
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3 E2o[H 2t=
0Lt
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=
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Chapterd. Character Device Files

4.1 Character Device Drivers
4.1.1 The file operations Structure

file_operations TtZ=H| & /linux/fs.h 01| golxlof a, g8 7t2)7ls ZUHSS 7D U= fle ges2
ClHO| A0 M 5= CiEet 7|5 7T AOICh F=HQ 2t2fel £22 =20l Folot O g452

— —
F20| 8= Ol ClHo|A0 R’é% o3 7tx[el ZYUSS CHR7] 2I8iA O|tt

O|E £0{, 2E character driver = C|HIO|AZEE QA= dstg &}
o] =

= &84E LQ=E 3Lt file_operations XM=
2ot 7|58 FdSt= =2 FAE XD UL oo HE 2

.6.5 ™ 9| file_operations +ZX|E AIHEX}

struct file_operations {
struct module *owner;
loff_t(*llseek) (struct file *, loff_t, int);
ssize_t(*read) (struct file *, char __user * size_t, loff_t *);
ssize_t(*aio_read) (struct kiocb *, char __user * size_t, loff_t);
ssize_t(*write) (struct file *, const char __user * size_t, loff_t *);
ssize_t(*aio_write) (struct kiocb * const char __user * size_t, loff_t);
int (*readdir) (struct file *, void *, filldir_t);
unsigned int (*poll) (struct file * struct poll_table_struct *);
int (*ioctl) (struct inode *, struct file *, unsigned int, unsigned long);
int (*mmap) (struct file *, struct vm_area_struct *);
int (*open) (struct inode *, struct file *);
int (*flush) (struct file *);
int (*release) (struct inode *, struct file *);
int (*fsync) (struct file *, struct dentry * int datasync);
int (*aio_fsync) (struct kiocb *, int datasync);
int (*fasync) (int, struct file *, int);
int (*lock) (struct file *, int, struct file_lock *);
ssize_t(*readv) (struct file * const struct iovec * unsigned long, loff t *);
ssize_t(*writev) (struct file *, const struct iovec * unsigned long, loff_t *);
ssize_t(*sendfile) (struct file *, loff_t *, size_t, read_actor_t, void __user *);
ssize_t(*sendpage) (struct file *, struct page *, int, size_t, loff_t *, int);
unsigned long (*get_unmapped_area) (struct file *, unsigned long,unsigned long, unsigned long, unsigned long);

E2to|H 7t RSHR| = RHE J|sEX EMLE & 50, HICR FIEE CH&+= E2t0|H = directory EHE
10ol2 Eart gict file_operations FEXMOME O|0] CiZdt= 7|52 TIYE2 NULLZ MEE[00F & ZI0|Ct.
Ofgfoff FZNE =& O HotA LSt gee extensiong HHEAL 22 %[22 EZI0|HS0|AM 0Of2{3t

= L0
eSS 2AYs UAS AoICh

struct file_operations fops = {
read: device_read,

write: device_write,

open: device_open,

release: device_release

L

ag{Lt €99 2t= CHE YR/E UL, GNU extension O|HO| M= &|EH A O|CH XMXAt7t ALESH geco| HEH2
29521, Mf22 C99 ZF=2 o{8ettt O2E2 ChE OHO|7 o2 22| E2IO|HE =AMSHE RISHCHH Of2fet
€2 2= AMEdHof ohht

0|10

struct file_operations fops = {
.read = device_read,

write deV|ce_wr|te

.open = device_open,

.release = device _release

5

SO 20|17t 2SIMCL J2[0 F=H|o MHE D] oX| W2 2= HHS2 gocdf 2f8f NULLZ 7|3t & Z0|Ch

Linux Kernel Module Programming Guide 21




4.1.2 The file structure

217to| ClHO|AS L linux/fsh Of FHOlE Aol fle REHEZ BEHE 4 YTk SHE|BE 99| REAE HY +F
M ABEDE QAU ALS B OfME ol T+ g0l OIS glibcd] HOIED HEB7H| BN
AFSEIX| Gt FILETN: Ch2 Aol d23 YIME 24 YUS0| file Olzts 0|22 TR XOFCL 9o file2
Cl23 40 TpU0| OfLj2t FAXO2 TAS 0L HS LIEfHCE

file LxEXQ M= ES flip 0|2t E2ICt O2| 222 struct file file O|2h= 2N DA =l = QUS
Z0|C} HZAZ|X| REF FO|5tHAL

O|X| filee| HOo|E AI{EXL struct dentry QF ZH0| C|HIO|A EE}O|H{ 7} AIRSIHA| e H2 TUPES ZFAG
ZC} LtH E2IO|H &= fileof ZE FRNST AAEY &, AYMCE filed| F2SHX| 87| WfFO|CH

4.1.3 Registering A Device

0|0| AZSEAX[TE, character deviceE2 FZ /dev L0 U= C|HO|A TIAES Soff M2 == RUCH ClHO|A
oo | major number = O E2{O|H7} OfH C|HIO|A mYUZ CHEE=X| LIEFL FCF ¥, minor number =
AHEE QI ZKX[O|A E2t0[H 7} StLf O|Ate| CIHIO|AE 2| & W o0|7t QJACt WLt

—

oz ol AlA”0| E2t0|HE 2% ottt A2 HE S5S 8o otthk= AS 20| oLk of E2 2=E9
Z7|2t 52t major numberE E2tO[H O &Y otCHE A 22 2O0[0|CE 0222 linuxx/fs.h Of F|=|0f U=

E
register_chrdev &8 &3 92t 22 &2 =% & = UL

|0

‘int register_chrdev(unsigned int major, const char *name, struct file_operations *fops);

—

QIXIE O M unsigned int major = 0{2{£0] &3 major numberE 2|0|E}1, const char *name 2 /proc/devices
O] LIEFE ClHtO|AQ| O|F2 2|0l struct file_operations *fops = O{2{&2| E2I0|HE |t file_operations
Hol22 7t2|7|l= ZQIHE 2|O|stct o] g=2| 2|H{tE S+2| o|0|= E2I0|H2| 50| HHe=E *6”EIX|
UNS S O|0|StL}. 2|7t register_chrdev © 2 minor numbergE H7|X| FUSE HS2 EXL 1 0| HLE2
minor numberE AFBBHX| 943 THX| Satol XHAlO| RHS SIefATH ALRE7| TS O|Sict

Ol HE2 "{EASIH S=E|X| @= major numberE 0t & 5= QUASH?" O|Ct 7tE #[2 YHES Stite
Documentation/devices.txt LS MIHA AFEE|X| &%= major numberE €0} L= AQl

H, of &2 "0{H =0
MdEfoh Hooh CHE X0 oo =5 LS SEEX Het 2te & 2s| BgEs g7 W20 F2

=] =
BfeH0| ofL|2tn et QUCH 7t 2 Y2 7 29| dynamic major numberg =9l St= Z40|LC}

O 2{=20]| register_chrdev &+& &dli {40 02 ©E olH, HE2 sHe=2
Zi0|Ct. OtZ! Lot e= 2EM™ L 20| major numberS X| ZSHCHH ClHt
O|2XI0f CHslf el 7kX| sHZME0| F}=0, O & StLt= E2to|HIE M2 &
o|8dl 6{2{&0| C|Hio|A mUS AF Tt AO|CL & HMf= ME SFE [

me
ol
o
3

St major numberE 2| Elgt

= = = gitt= Ho|CL
HSE EUYS UChs S
O|A &= /proc/devices O

k<)
et |

fot |
rlo

AERIZ JIXITD YUS HOITh 1 BEES $8s MY ClHol2 TIUS NN 7L 32 ¥ A3YES Ty
mlg 9lm ClHo|A Mg BHSs O|Ch MAPZE A4S ORXISH Al BT @ ClHo|A 52 2 mknod
system call2 O|23|| C|HIO|A MYUS THE=1 cleanup_moduleE T &= SO XL = ZAHO|Ct
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4.1.4 Unregistering A Device

714 250| HEZ2|0 227t A= SO CHA| O HERES HEE St= AS 58St 01 fIst 4ZolCt.
ook ClHFO|A mMAS ZEMAT ALHESY I o220| A 5 ETHEE| {X0f =2&=5t= ntY2 Sl
o2{=20| HE Z&2 N7 StCtH o™ A7t AojEn? 20| £ECHH, CHE o ZEJH O (X0 2EYE[0 UX|
HOLM CHAS| of 2] HAIXIE SHLUHE E0 2 £k UX[T, 20| gls Z222tH, ofF CHE 40| o HE R
o™ ol ot Z7te| At2|2 EYE S 2|0|sta, O|ZA0f CHet At ooe = 2 UE AIAH XF MY
Z40|C}.

Yutdo=z 20| E7tE Sistn MK S EU &£ S o2ZEE 2| & AoICL 22
cleanup_module &4+ void &0|7| 420 QZZEE Z|EHE = QICt SFX|TF A|AHIA OfH ZZ MAT}
o222 B2 AMESH=710| CHell 7| Zot= 2&20| A=l o222 O HEE /proc/modules 2 A BiW| HEE
Soff <ol g QUL BteF O HEDJE 0 O|2HH, rmmod = MJME|X| S ZO|Ct O[FA =0l gt Z20
O{2{£0| cleanup_module 0of CHot EEE MIAY ZR7t PSS 7|YSHAL O O|F& fI19 EE ol =el2
linux/module.c o HO|E|0] /U= sys_delete_module &9 S=E E8| =& = ZH0|7| IIZO0|Ct. Y ELS £
1o Ztol HAES 2o D ot 22 maof AYHoz 2 & Ea7t itk 2ol 7|2 fI8 linux/module.h

o
of SH7tX| g7t gl =0 7| WZO|Ct

® try_module_get(THIS_MODULE): Increment the use count.
® module_put(THIS_MODULE): Decrement the use count.

4.1.5 chardev.c

otzfiof Y= O|X| == chardev 2t E2|= character deviceE Bt=E= FEO|CH &2 0| &X|Q| ClHIO|A
M-S cats AMESHALE Ol —z=azs Sof 7t AL, E2tOo|H = 2|2 C|HiO[A Hmeo| & HO|Lt
MNEH=X(A7IE FH2z) 10 et YEE 7|2 Aot 7|22 2 C|Hto|A oS "echo "hi" >/dev/hello”
o Z2 WACRZ AYMoE = B2 £ = Ue 7|52 XK X (REHTO| g=0[2 AT|7}
=7tSSIoh Ol2{et A|=E & ZR0| fIet 22 7|52 XS] Y=rttn LeF= HAIX|IZ7L 283E Ao|CH
27t HHE &3l 2= HIoIH7t 20|X| $=Ctn AF-e das gtk O] 7ol oM JA #2 WES
CHEX= %2 A0|1 CHX| 22|17t &2 Us HEHE UCHSH HO[Het HAIXIE 911 &8 St= HEol d52
2 0[7| WZo|ct

Example 4-1. chardev.c
/*

* chardev.c: Creates a read-only char device that says how many times
* you've read from the dev file
*/

#include <linux/kernel.h>

#include <linux/module.h>

#include <linux/fs.h>

#include <asm/uaccess.h> /* for put_user */

/*

* Prototypes - this would normally go in a .h file
*/
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int init_module(void);

void cleanup_module(void);

static int device_open(struct inode *, struct file *);

static int device_release(struct inode *, struct file *);

static ssize_t device_read(struct file *, char * size_t, loff t *);

static ssize_t device_write(struct file *, const char * size_t, loff_t *);

#define SUCCESS 0
#define DEVICE_NAME "chardev" /* Dev name as it appears in /proc/devices */
#define BUF_LEN 80 /* Max length of the message from the device */

/*

* Global variables are declared as static, so are global within the file.
*/

static int Major; /* Major number assigned to our device driver */
static int Device_Open = 0; /* Is device open?

/* Used to prevent multiple access to device */
static char msg[BUF_LEN]; /* The msg the device will give when asked */
static char *msg_Ptr;
static struct file_operations fops = {
sread = device read,
.write = device_write,
.open = device_open,
release = device_release

h

/*

* This function is called when the module is loaded

*

/

int init_module(void)

{
Major = register_chrdev(0, DEVICE_NAME, &fops);
if (Major < 0) {

printk(KERN_ALERT "Registering char device failed with %dwn", Major);

return Major;
1
printk(KERN_INFO "I was assigned major number %d. To talk toWn", Major);
printk(KERN_INFO "the driver, create a dev file with#n");
printk(KERN_INFO "'mknod /dev/%s ¢ %d 0'#n", DEVICE_ZNAME, Major);
printk(KERN_INFO "Try various minor numbers. Try to cat and echo to#n");
printk(KERN_INFO "the device file.#n");
printk(KERN_INFO "Remove the device file and module when donetn");
return SUCCESS;

}
/*
* This function is called when the module is unloaded
*/
void cleanup_module(void)
{
/*
* Unregister the device
*/
int ret = unregister_chrdev(Major, DEVICE_NAME);
if (ret < 0)
printk(KERN_ALERT “Error in unregister_chrdev: %dWn", ret);
}
/*
* Methods
*/
/*

* Called when a process tries to open the device file, like
* "cat /dev/mycharfile"

*/
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static int device_open(struct inode *inode, struct file *file)
{

static int counter = 0;

if (Device_Open)

return -EBUSY;

Device_Open++;

printf(msg, "I already told you %d times Hello world!#n", counter++);

msg_Ptr = msg;

try_module_get(THIS_MODULE);

return SUCCESS;
}

*

* Called when a process closes the device file.
*/

static int device_release(struct inode *inode, struct file *file)

{

Device_Open--; /* We're now ready for our next caller */

/*

* Decrement the usage count, or else once you opened the file, you'll
* never get get rid of the module.

*/

module_put(THIS_MODULE);

return O;

}

*

* Called when a process, which already opened the dev file, attempts to
* read from it.
*/
static ssize_t device_read(struct file *filp, /* see include/linux/fs.n */
char *buffer, /* buffer to fill with data */
size_t length, /* length of the buffer */
loff_t * offset)
{
/*
* Number of bytes actually written to the buffer
*/
int bytes_read = 0;

/*
* If we're at the end of the message,
* return 0 signifying end of file
*/
if (*msg_Ptr == 0)
return O;

*

* Actually put the data into the buffer
*/
while (length && *msg_Ptr) {

/*

* The buffer is in the user data segment, not the kernel

* segment so "*" assignment won't work. We have to use

* put_user which copies data from the kernel data segment to
* the user data segment.

*/
put_user(*(msg_Ptr++), buffer++);
length--;
bytes_read++;
}
/*
* Most read functions return the number of bytes put into the buffer
*/
return bytes_read;
}
/*

* Called when a process writes to dev file: echo "hi" > /dev/hello
*/

static ssize_t

device_write(struct file *filp, const char *buff, size_t len, loff t * off)

printk(KERN_ALERT “Sorry, this operation isn't supported.#n");
return -EINVAL;
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4.1.6 Writing Modules for Multiple Kernel Version

7E0| Z2=M A0 thiet YEE EHote 7t Fash YAl system call 2 LEHo=Z o2 7
SZA FXAIEO AT ot 22 A|AFO| FIHE|EHEtE, O[T A[A/-2 22 © f
A0|Ck M22 HEHHO| Yoz ddlm|EH o
f8fl E+HOICh LHEEC| FR0A ClHo|A M2 FHE| HTO| B HEIE SUSHA
LjFo| QIHHO|AS2 MO el atX|AH &lCh

- A= o=

2l EA HY HE L stable version (HYZIH OFHEl KM  n$B=HS#m) dt development version (FEHHH,
HAE F¢ HA = n$S+HDIm) O2 LigICh HUHAE2 MER /HEES Zatstn =0, g8 M2
NgEE 7SS Moz WEE 0 Tt HHS SI¢f XSNoz MASECH ZKoR
HYES2 XNEH2=E HH = JHEHES0| Yot W |

|

.|
S|
=

.I
01I EH*H o2 7X| H2AE =2
DK

17|10l RACt. EHHO|| HYZEHOIM =,

= e

2 8
om O|AZ 7HE Zolate U2 =AY £t giA =t
22 o2igh 7t0|= 8 SA| O B{FHO| HFEMOICH YEojE =4 [
HeHoz SYUst 7d QHHOAS 712 A oj2tn Mz =
5 BFEOC ol2] 7Hx AHO|RO| U@, Of2{£0| 0f2f FHA| HY HES X|YUste BES FAY
ola{Ee 9a|7t B8 Yt ZUS ZOHY K|AIX} (COA #if, #ifdef o Z2)E AL S|
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Chapter5. The /proc File System
5.1 The /proc File System
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% cat /proc/helloworld
HelloWorld!

Example 5-1. procfsl.c

/*

* procfsl.c - create a "file" in /proc

*/

#include <linux/module.h> /* Specifically, a module */

#include <linux/kernel.h> /* We're doing kernel work */

#include <linux/proc_fs.h> /* Necessary because we use the proc fs */
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#define procfs_name "helloworld"

/**
* This structure hold information about the /proc file
*

*/

struct proc_dir_entry *Our_Proc_File;
/* Put data into the proc fs file.

*

* Arguments

*

1. The buffer where the data is to be inserted, if
you decide to use it.

2. A pointer to a pointer to characters. This is
useful if you don't want to use the buffer
allocated by the kernel.

3. The current position in the file

4. The size of the buffer in the first argument.

5. Write a "1" here to indicate EOF.

6. A pointer to data (useful in case one common
read for multiple /proc/... entries)

* % % % %k X 3k X X X X F

Usage and Return Value

*

A return value of zero means you have no further
information at this time (end of file). A negative
return value is an error condition.

L .

For More Information

*

The way I discovered what to do with this function
wasn't by reading documentation, but by reading the
code which used it. I just looked to see what uses
the get_info field of proc_dir_entry struct (I used a
combination of find and grep, if you're interested),
and I saw that it is used in <kernel source
directory>/fs/proc/array.c.

If something is unknown about the kernel, this is
usually the way to go. In Linux we have the great
advantage of having the kernel source code for
free - use it.

E I D S R T R R R

*/
int procfile_read(char *buffer, char **buffer_location, off t offset, int buffer_length, int *eof, void *data)

{

int ret;

printk(KERN_INFO "procfile_read (/proc/%s) called#n”, procfs_name);
/*

* We give all of our information in one go, so if the

* user asks us if we have more information the

* answer should always be no.

* This is important because the standard read
* function from the library would continue to issue
* the read system call until the kernel replies
* that it has no more information, or until its
* buffer is filled.
*/
if (offset > 0) {
/* we have finished to read, return 0 */
ret = O;
} else {
/* fill the buffer, return the buffer size */
ret = sprintf(buffer, "HelloWorld!#n");
}

return ret;
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int init_module()
{
Our_Proc_File = create_proc_entry(procfs_name, 0644, NULL);
if (Our_Proc_File == NULL) {
remove_proc_entry(procfs_name, &proc_root);
printk(KERN_ALERT "Error: Could not initialize /proc/%swn", procfs_name);
return -ENOMEM;
}
Our_Proc_File->read_proc = procfile_read;
Our_Proc_File->owner = THIS_MODULE;
Our_Proc_File->mode = S_IFREG | S_IRUGO;
Our_Proc_File->uid
Our_Proc_File->gid
Our_Proc_File->size = 37;
printk(KERN_INFO "/proc/%s createdWn", procfs_name);
return O; /* everything is ok */

0;
0;

}

void cleanup_module()

{
remove_proc_entry(procfs_name, &proc_root);
printk(KERN_INFO "/proc/%s removed#n", procfs_name);

5.2 Read and Write a /proc File
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Example 5-2. procfs2.c

/**
* procfs2.c - create a "file" in /proc

*

*/
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#include <linux/module.h> /* Specifically, a module */

#include <linux/kernel.h> /* We're doing kernel work */

#include <linux/proc_fs.h> /* Necessary because we use the proc fs */
#include <asm/uaccess.h> /* for copy_from_user */

#define PROCFS_MAX_SIZE 1024
#define PROCFS_NAME "bufferlk"
/**

* This structure hold information about the /proc file
*

*/
static struct proc_dir_entry *Our_Proc_File;
/**
* The buffer used to store character for this module
*/
static char procfs_buffer[PROCFS_MAX_SIZE];
/**
* The size of the buffer
*/
static unsigned long procfs_buffer_size = 0;
/**
* This function is called then the /proc file is read
*/
int procfile_read(char *buffer, char **buffer_location, off t offset, int buffer_length, int *eof, void *data)
{
int ret;
printk(KERN_INFO "procfile_read (/proc/%s) called¥#n", PROCFS_NAME);
if (offset > 0) {
/* we have finished to read, return 0 */
ret = O;
} else {
/* fill the buffer, return the buffer size */
memcpy(buffer, procfs_buffer, procfs_buffer_size);
ret = procfs_buffer_size;
}
return ret;
}
/**
* This function is called with the /proc file is written
*/
int procfile_write(struct file *file, const char *buffer, unsigned long count, void *data)
{
/* get buffer size */
procfs_buffer_size = count;
if (procfs_buffer_size > PROCFS_MAX_SIZE ) {
procfs_buffer_size = PROCFS_MAX_SIZE;
1
if ( copy_from_user(procfs_buffer, buffer, procfs_buffer_size) ) {
return -EFAULT;
}
return procfs_buffer_size;
}
/**

*This function is called when the module is loaded
*

*/
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int init_module()

{
/* create the /proc file */

Our_Proc_File = create_proc_entry(PROCFS_NAME, 0644, NULL);

if (Our_Proc_File == NULL) {
remove_proc_entry(PROCFS_NAME, &proc_root);
printk(KERN_ALERT "Error: Could not initialize /proc/%s#n",
PROCFS_NAME);
return -ENOMEM;

}

Our_Proc_File->read_proc = procfile_read;
Our_Proc_File->write_proc = procfile_write;
Our_Proc_File->owner = THIS_MODULE;
Our_Proc_File->mode = S_IFREG | S_IRUGO;
Our_Proc_File->uid = 0;

Our_Proc_File->gid = 0;
Our_Proc_File->size = 37,

printk(KERN_INFO "/proc/%s createdWn", PROCFS_NAME);
return 0; /* everything is ok */

}

/**

*This function is called when the module is unloaded

*/

void cleanup_module()

{
remove_proc_entry(PROCFS_NAME, &proc_root);
printk(KERN_INFO "/proc/%s removed#n", PROCFS_NAME);

5.3 Manage /proc file with standard filesystem
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Example 5-3. procfs3.c

/*

* procfs3.c - create a "file" in /proc, use the file_operation way
* to manage the file.

*/
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#include <linux/kernel.h> /* We're doing kernel work */

#include <linux/module.h> /* Specifically, a module */

#include <linux/proc_fs.h> /* Necessary because we use proc fs */
#include <asm/uaccess.n> /* for copy_*_user */

#define PROC_ENTRY_FILENAME "buffer2k"
#define PROCFS_MAX_SIZE 2048

/'k'k
* The buffer (2k) for this module

*

*/

static char procfs_bufferPROCFS_MAX_SIZE];
/**
* The size of the data hold in the buffer

*

*/

static unsigned long procfs_buffer_size = 0;
/**
* The structure keeping information about the /proc file

*

*/

static struct proc_dir_entry *Our_Proc_File;
/**
* This funtion is called when the /proc file is read

*

*/

static ssize_t procfs_read(struct file *filp, /* see include/linux/fs.n */
char *buffer, /* buffer to fill with data */
size_t length, /* length of the buffer */
loff_t * offset)

{
static int finished = 0;
/*
* We return 0 to indicate end of file, that we have
* no more information. Otherwise, processes will
* continue to read from us in an endless loop.
*/
if ( finished ) {
printk(KERN_INFO "procfs_read: END#n");
finished = O;
return 0;
}
finished = 1;
/'k
* We use put_to_user to copy the string from the kernel's
* memory segment to the memory segment of the process
* that called us. get_from_user, BTW, is
* used for the reverse.
*/
if ( copy_to_user(buffer, procfs_buffer, procfs_buffer_size) ) {
return -EFAULT;
}
printk(KERN_INFO "procfs_read: read %lu bytes#n", procfs_buffer_size);
return procfs_buffer_size; /* Return the number of bytes "read" */
}
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/*

* This function is called when /proc is written

*/

static ssize_t

procfs_write(struct file *file, const char *buffer, size_t len, loff_t * off)

{
if ( len > PROCFS_MAX_SIZE ) {
procfs_buffer_size = PROCFS_MAX_SIZE;
}
else {
procfs_buffer_size = len;
}
if ( copy_from_user(procfs_buffer, buffer, procfs_buffer_size) ) {
return -EFAULT;
}

printk(KERN_INFO "procfs_write: write %lu bytesWn", procfs_buffer_size);
return procfs_buffer_size;

}
/*

* This function decides whether to allow an operation
(return zero) or not allow it (return a non-zero

* which indicates why it is not allowed).

* The operation can be one of the following values:

0 - Execute (run the "file" - meaningless in our case)
* 2 - Write (input to the kernel module)

* 4 - Read (output from the kernel module)

* This is the real function that checks file
* permissions. The permissions returned by Is -I are
* for referece only, and can be overridden here.

*/
static int module_permission(struct inode *inode, int op, struct nameidata *foo)
{
/*
* We allow everybody to read from our module, but
* only root (uid 0) may write to it
*/
if (op == 4 || (op == 2 && current->euid == 0))
return O;
/*
* If it's anything else, access is denied
*/
return -EACCES;
}
/*

* The file is opened - we don't really care about

* that, but it does mean we need to increment the
* module's reference count.

*/

int procfs_open(struct inode *inode, struct file *file)

{
try_module_get(THIS_MODULE);
return O;

}

/*

* The file is closed - again, interesting only because
* of the reference count.
*/
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int procfs_close(struct inode *inode, struct file *file)
{
module_put(THIS_MODULE);
return 0; /* success */
}
static struct file_operations File_Ops_4_Our_Proc_File = {
rread = procfs_read,
write = procfs_write,
.open = procfs_open,
release = procfs_close,

/*

* Inode operations for our proc file. We need it so

* we'll have some place to specify the file operations

* structure we want to use, and the function we use for

* permissions. It's also possible to specify functions

* to be called for anything else which could be done to

* an inode (although we don't bother, we just put

* NULL).

*/

static struct inode_operations Inode_Ops_4_Our_Proc_File = {
.permission = module_permission, /* check for permissions */

b
/*
* Module initialization and cleanup
*/
int init_module()
{
/* create the /proc file */
Our_Proc_File = create_proc_entry(PROC_ENTRY_FILENAME, 0644, NULL);
/* check if the /proc file was created successfuly */
if (Our_Proc_File == NULL){
printk(KERN_ALERT "Error: Could not initialize /proc/%s#n",
PROC_ENTRY_FILENAME);
return -ENOMEM;
}
Our_Proc_File->owner = THIS_MODULE;
Our_Proc_File->proc_iops = &Inode_Ops_4_Our_Proc_File;
Our_Proc_File->proc_fops = &File_Ops_4_Our_Proc_File;
Our_Proc_File->mode = S_IFREG | S_IRUGO | S_IWUSR;
Our_Proc_File->uid = 0;
Our_Proc_File->gid = 0;
Our_Proc_File->size = 80;
printk(KERN_INFO "/proc/%s created#n", PROC_ENTRY_FILENAME);
return 0; /* success */
}
void cleanup_module()
{
remove_proc_entry(PROC_ENTRY_FILENAME, &proc_root);
printk(KERN_INFO "/proc/%s removeditn”, PROC_ENTRY_FILENAME);
}
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5.4 Manage /proc file with seq file
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Example 5-4. procfs4.c

/**

* procfsd.c - create a "file" in /proc

* This program uses the seq_file library to manage the /proc file.
*/

#include <linux/kernel.h> /* We're doing kernel work */

#include <linux/module.h> /* Specifically, a module */

#include <linux/proc_fs.h> /* Necessary because we use proc fs */
#include <linux/seq_file.h> /* for seq_file */

#define PROC_NAME "iter"
MODULE_AUTHOR("Philippe Reynes");
MODULE_LICENSE("GPL");

/**

* This function is called at the beginning of a sequence.
* ie, when:

* - the /proc file is read (first time)

* - after the function stop (end of sequence)
*

*/
static void *my_seq_start(struct seq_file *s, loff_t *pos)
{
static unsigned long counter = 0;
/* beginning a new sequence ? */
if ( *pos == 0)
{
/* yes => return a non null value to begin the sequence */
return &counter;
}
else
{
/* no => it's the end of the sequence, return end to stop reading */
*pos = 0;
return NULL;
}
}
/**

* This function is called after the beginning of a sequence.

* It's called untill the return is NULL (this ends the sequence).
*

*/
static void *my_seq_next(struct seq_file *s, void *v, loff_t *pos)
{
unsigned long *tmp_v = (unsigned long *)v;
(*tmp_v)++;
(*pos)++;
return NULL;
}
/**

* This function is called at the end of a sequence

*

*/
static void my_seq_stop(struct seq_file *s, void *v)
{
/* nothing to do, we use a static value in start() */
}
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® http://lwn.net/Articles/22355/
® http://www.kernelnewbies.org/documents/seq_file_howto.txt

2|4 /linux/seq_file of 2ot F& Eot S+ AS AO|CH
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Chapter6. Using /proc For Input
6.1 TODO : Write a chapter about sysfs
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Chapter/. Talking To Device Files
/7.1 Talking to Device Files (writes and IOCTlLs)
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Example 7-1. chardev.c
/*

* chardev.c - Create an input/output character device

*/

#include <linux/kernel.h> /* We're doing kernel work */
#include <linux/module.h> /* Specifically, a module */
#include <linux/fs.h>

#include <asm/uaccess.n> /* for get_user and put_user */
#include "chardev.h"

#define SUCCESS 0

#define DEVICE_NAME "char_dev"

#define BUF_LEN 80
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char __user * buffer, /* buffer to be

* filled with data */
size_t length, /* length of the buffer */
loff_t * offset)

/*

* Number of bytes actually written to the buffer
*/

int bytes_read = 0;

#ifdef DEBUG
printk(KERN_INFO "device_read(%p,%p,%d)¥n", file, buffer, length);
#endif

/*
* If we're at the end of the message, return 0
* (which signifies end of file)

*/
if (*Message_Ptr == 0)
return O;
/*
* Actually put the data into the buffer
*/

while (length && *Message_Ptr) {

/*

* Because the buffer is in the user data segment,

* not the kernel data segment, assignment wouldn't
work. Instead, we have to use put_user which

* copies data from the kernel data segment to the
* user data segment.

*/

put_user(*(Message_Ptr++), buffer++);

length--;

bytes_read++;

*

}

#ifdef DEBUG
printk(KERN_INFO "Read %d bytes, %d leftWn", bytes_read, length);

#endif
/*
* Read functions are supposed to return the number
* of bytes actually inserted into the buffer
*
/
return bytes_read;
}
/*

* This function is called when somebody tries to

* write into our device file.

*/

static ssize_t

device_write(struct file *file, const char __user * buffer, size_t length, loff_t * offset)

{

int i;
#ifdef DEBUG

printk(KERN_INFO "device_write(%p,%s,%d)", file, buffer, length);
#endif

for (i = 0; i < length && i < BUF_LEN; i++)
get_user(Messageli], buffer + i);

Message_Ptr = Message;

/*

* Again, return the number of input characters used

*

/

return i
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/*

*

*

*/

This function is called whenever a process tries to do an ioctl on our
device file. We get two extra parameters (additional to the inode and file
structures, which all device functions get): the number of the ioctl called
and the parameter given to the ioctl function.

If the ioctl is write or read/write (meaning output is returned to the
calling process), the ioctl call returns the output of this function.

int device_ioctl(struct inode *inode, /* see include/linux/fs.n */

struct file *file, /* ditto */
unsigned int ioctl_num, /* number and param for ioctl */
unsigned long ioctl_param)

int i

char *temp;

char ch;

/*

* Switch according to the ioctl called

*/

switch (ioctl_num) {

case IOCTL_SET_MSG:
/*
* Receive a pointer to a message (in user space) and set that
* to be the device's message. Get the parameter given to
* joctl by the process.

*/

temp = (char *)ioctl_param;

/*

* Find the length of the message
*/

get_user(ch, temp);
for (i = 0; ch && i < BUF_LEN; i++, temp++)
get_user(ch, temp);
device_write(file, (char *)ioctl_param, i, 0);
break;
case IOCTL_GET_MSG:
/*
* Give the current message to the calling process -
* the parameter we got is a pointer, fill it.

*/
i = device_read(file, (char *)ioctl_param, 99, 0);
/*
* Put a zero at the end of the buffer, so it will be
* properly
put_user('W0', (char *)ioctl_param + i);
break;
case IOCTL_GET_NTH_BYTE:
/'k

* This ioctl is both input (ioctl_param) and
* output (the return value of this function)
*/

return Message[ioctl_param];

break;

}
return SUCCESS;
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/* Module Declarations */
/*
* This structure will hold the functions to be called
* when a process does something to the device we
* created. Since a pointer to this structure is kept in
* the devices table, it can't be local to
* init_module. NULL is for unimplemented functions.
*/
struct file_operations Fops = {

.read = device read,

.write = device_write,

.octl = device_ioctl,

.open = device_open,

release = device_release, /* ak.a. close */

b
/*
* Initialize the module - Register the character device
*
/
int init_module()
{
int ret_val;
/*
* Register the character device (atleast try)
*
/
ret_val = register_chrdev(MAJOR_NUM, DEVICE_NAME, &Fops);
/*
* Negative values signify an error
*/
if (ret_val < 0) {
printk(KERN_ALERT "%s failed with %dwn",
"Sorry, registering the character device ", ret_val);
return ret_val;
}
printk(KERN_INFO "%s The major device number is %d.#n",
"Registeration is a success", MAJOR_NUM);
printk(KERN_INFO "If you want to talk to the device driver,¥n");
printk(KERN_INFO "you'll have to create a device file. ¥n");
printk(KERN_INFO "We suggest you use:¥n");
printk(KERN_INFO "mknod %s ¢ %d O#n", DEVICE_FILE_NAME, MAJOR_NUM);
printk(KERN_INFO "The device file name is important, because#n");
printk(KERN_INFO "the ioctl program assumes that's the¥n");
printk(KERN_INFO "file you'll use.¥n");
return O;
}
/*
* Cleanup - unregister the appropriate file from /proc
*
/
void cleanup_module()
{
int ret;
/*
* Unregister the device
*/
ret = unregister_chrdev(MAJOR_NUM, DEVICE_NAME);
/*
* If there's an error, report it
*/
if (ret < 0)
printk(KERN_ALERT "Error: unregister_chrdev: %dWn", ret);
}
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Example 7-2. chardev.h

/*

* chardev.h - the header file with the ioctl definitions.

* The declarations here have to be in a header file, because
* they need to be known both to the kernel module

* (in chardev.c) and the process calling ioctl (ioctl.c)

*/

#ifndef CHARDEV_H

#define CHARDEV_H

#include <linux/ioctl.h>

/*

* The major device number. We can't rely on dynamic
* registration any more, because ioctls need to know it.
*/

#define MAJOR_NUM 100

/*

* Set the message of the device driver

*/

#define IOCTL_SET_MSG _IOR(MAJOR_NUM, 0, char *)

/*

* _IOR means that we're creating an ioctl command

* number for passing information from a user process
* to the kernel module.

* The first arguments, MAJOR_NUM, is the major device
* number we're using.

* The second argument is the number of the command
* (there could be several with different meanings).

* The third argument is the type we want to get from
* the process to the kernel.

*/

/'k

* Get the message of the device driver

*

/

#define IOCTL_GET_MSG _IOR(MAJOR NUM, 1, char *)
/*

* This IOCTL is used for output, to get the message
* of the device driver. However, we still need the

* buffer to place the message in to be input,

* as it is allocated by the process.

*/

/*

* Get the n'th byte of the message

*

/

#define IOCTL_GET_NTH_BYTE _IOWR(MAJOR_NUM, 2, int)
/*

* The IOCTL is used for both input and output. It

* receives from the user a number, n, and returns

* Message[n].

*/

/*

* The name of the device file

*

/

#define DEVICE_FILE_NAME "char_dev"

#endif
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Chapter8. System Calls
8.1 System Calls
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Example 8-1. syscall.c

/*

* syscall.c

* System call "stealing” sample.

*/

/*

* Copyright (C) 2001 by Peter Jay Salzman

*/

/*

* The necessary header files

*/

/*

* Standard in kernel modules

*/

#include <linux/kernel.h> /* We're doing kernel work */
#include <linux/module.h> /* Specifically, a module, */
#include <linux/moduleparam.h> /* which will have params */
#include <linux/unistd.h> /* The list of system calls */

/*

* For the current (process) structure, we need
* this to know who the current user is.

*/

#include <linux/sched.h>

#include <asm/uaccess.h>
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/*

* The system call table (a table of functions). We

* just define this as external, and the kernel will

* fill it up for us when we are insmod'ed

*

* sys_call_table is no longer exported in 2.6.x kernels.

* If you really want to try this DANGEROUS module you will
* have to apply the supplied patch against your current kernel
* and recompile it.

*/

extern void *sys_call_table[];

/*

* UID we want to spy on - will be filled from the
* command line

*/

static int uid;

module_param(uid, int, 0644);

/*

* A pointer to the original system call. The reason

* we keep this, rather than call the original function

* (sys_open), is because somebody else might have

* replaced the system call before us. Note that this

* is not 100% safe, because if another module

* replaced sys_open before us, then when we're inserted
* we'll call the function in that module - and it

* might be removed before we are.

* Another reason for this is that we can't get sys_open.
* It's a static variable, so it is not exported.

*/

asmlinkage int (*original_call) (const char *, int, int);

/*

* The function we'll replace sys_open (the function

* called when you call the open system call) with. To
* find the exact prototype, with the number and type
* of arguments, we find the original function first

* (it's at fs/open.c).

* In theory, this means that we're tied to the
* current version of the kernel. In practice, the
* system calls almost never change (it would wreck havoc
* and require programs to be recompiled, since the system
* calls are the interface between the kernel and the
* processes).
*/
asmlinkage int our_sys_open(const char *filename, int flags, int mode)
{
inti =0;
char ch;
/*
* Check if this is the user we're spying on
*/
if (uid == current->uid) {
/*
* Report the file, if relevant
*/
printk("Opened file by %d: ", uid);
do {
get_user(ch, filename + i);
i++;
printk("%c", ch);
} while (ch != 0);
printk("#n");

}
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/*
* Call the original sys_open - otherwise, we lose
* the ability to open files
*/
return original_call(filename, flags, mode);
}
/*
* Initialize the module - replace the system call
*
/
int init_module()
{
/*
* Warning - too late for it now, but maybe for
* next time...
*/
printk(KERN_ALERT "I'm dangerous. I hope you did a ");
printk(KERN_ALERT "sync before you insmod'ed me.Wn");
printk(KERN_ALERT "My counterpart, cleanup_module(), is even");
printk(KERN_ALERT "more dangerous. If#¥n");
printk(KERN_ALERT "you value your file system, it will ");
printk(KERN_ALERT "be W'sync; rmmod¥#" Wn");
printk(KERN_ALERT "when you remove this module#n");
/*
* Keep a pointer to the original function in
* original_call, and then replace the system call
* in the system call table with our_sys_open
*
/
original_call = sys_call_table[__NR_open];
sys_call_table[__NR_open] = our_sys_open;
/*
* To get the address of the function for system
* call foo, go to sys_call_table[ NR_foo].
*
/
printk(KERN_INFO "Spying on UID:%d¥n", uid);
return O;
}
/*
* Cleanup - unregister the appropriate file from /proc
*
/
void cleanup_module()
{
/*
* Return the system call back to normal
*
/
if (sys_call_table[__NR_open] != our_sys_open) {
printk(KERN_ALERT "Somebody else also played with the ");
printk(KERN_ALERT "open system call¥n");
printk KERN_ALERT "The system may be left in ");
printk(KERN_ALERT "an unstable state.#n");
}
sys_call_table[ _NR_open] = original_call;
}
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Chapter9. Blocking Processes

9.1 Blocking Processes
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hostname:~/lkmpg-examples/09-BlockingProcesses# insmod sleep.ko
hostname:~/lkmpg-examples/09-BlockingProcesses# cat_noblock /proc/sleep
Last input:

hostname:~/lkmpg-examples/09-BlockingProcesses# tail -f /proc/sleep &
Last input:

Last input:

Last input:

Last input:

Last input:

Last input:

Last input:

tail: /proc/sleep: file truncated

[1] 6540

hostname:~/lkmpg-examples/09-BlockingProcesses# cat_noblock /proc/sleep
Open would block

hostname:~/lkmpg-examples/09-BlockingProcesses# kill %1

[1]+ Terminated tail -f /proc/sleep
hostname:~/lkmpg-examples/09-BlockingProcesses# cat_noblock /proc/sleep
Last input:

hostname:~/lkmpg-examples/09-BlockingProcesses#

Example 9-1. sleep.c

/*

* sleep.c - create a /proc file, and if several processes try to open it at

* the same time, put all but one to sleep

*/

#include <linux/kernel.h> /* We're doing kernel work */

#include <linux/module.h> /* Specifically, a module */

#include <linux/proc_fs.h> /* Necessary because we use proc fs */

#include <linux/sched.h> /* For putting processes to sleep and waking them up */
#include <asm/uaccess.h> /* for get_user and put_user */

/*
* The module's file functions

*/

/*

* Here we keep the last message received, to prove that we can process our
* input

*/

#define MESSAGE_LENGTH 80

static char Message[MESSAGE_LENGTH];

static struct proc_dir_entry *Our_Proc_File;
#define PROC_ENTRY_FILENAME "“sleep”

/*

* Since we use the file operations struct, we can't use the special proc

* output provisions - we have to use a standard read function, which is this
* function

*/
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static ssize_t module_output(struct file *file, /* see include/linux/fs.n */
char *buf, /* The buffer to put data to (in the user segment) */
size_t len, /* The length of the buffer */
loff_t * offset)

{
static int finished = O;
int i
char message[MESSAGE_LENGTH + 30J;
/*
* Return 0 to signify end of file - that we have nothing
* more to say at this point.
*/
if (finished) {
finished = 0;
return O;
}
/*
* If you don't understand this by now, you're hopeless as a kernel
* programmer.
*/
sprintf(message, "Last input:%st#n", Message);
for (i = 0; i < len && messageli]; i++)
put_user(messageli], buf + i);
finished = 1;
return i; /* Return the number of bytes "read" */
}
/*
* This function receives input from the user when the user writes to the /proc
* file.
*/

static ssize_t module_input(struct file *file, /* The file itself */
const char *buf, /* The buffer with input */
size_t length, /* The buffer's length */
loff_t * offset)
{ /* offset to file - ignore */
int i

/*

* Put the input into Message, where module_output will later be

* able to use it

*/

for (i = 0; i < MESSAGE_LENGTH - 1 && i < length; i++)
get_user(Messageli], buf + i);

/*
* we want a standard, zero terminated string
*/
Message[i] = "WO0';
/*
* We need to return the number of input characters used
*/
return i;
}
/*
* 1 if the file is currently open by somebody
*
/
int Already_Open = 0;
/*
* Queue of processes who want our file
*
/
DECLARE_WAIT_QUEUE_HEAD(WaitQ);
/*

Linux Kernel Module Programming Guide

54



* Called when the /proc file is opened
*/
static int module_open(struct inode *inode, struct file *file)
{
/*
* If the file's flags include O_NONBLOCK, it means the process doesn't
* want to wait for the file. In this case, if the file is already
* open, we should fail with -EAGAIN, meaning "you'll have to try
* again”, instead of blocking a process which would rather stay awake.
*/
if ((file->f_flags & O_NONBLOCK) && Already_Open)
return -EAGAIN;

/*

* This is the correct place for try_module_get(THIS_MODULE) because
* if a process is in the loop, which is within the kernel module,

* the kernel module must not be removed.

*

/

try_module_get(THIS_MODULE);

/*
* If the file is already open, wait until it isn't
*/
while (Already_Open) {
int i, is_sig = 0;

* This function puts the current process, including any system
* calls, such as us, to sleep. Execution will be resumed right
after the function call, either because somebody called

* wake_up(&WaitQ) (only module_close does that, when the file
* is closed) or when a signal, such as Ctrl-C, is sent

* to the process

*/

wait_event_interruptible(WaitQ, !Already_Open);

/*

* If we woke up because we got a signal we're not blocking,
* return -EINTR (fail the system call). This allows processes

* to be killed or stopped.

*/

/*

* Emmanuel Papirakis:

*

* This is a little update to work with 2.2.*. Signals now are contained in

* two words (64 bits) and are stored in a structure that contains an array of
* two unsigned longs. We now have to make 2 checks in our if.

* Ori Pomerantz:
* Nobody promised me they'll never use more than 64 bits, or that this book

* won't be used for a version of Linux with a word size of 16 bits. This code
* would work in any case.

*/
for (i = 0; i < _NSIG_WORDS && lis_sig; i++)
is_sig =
current->pending.signal.sig[i] & ~current->blocked.sigli];
if (is_sig) {
/*

* It's important to put module_put(THIS_MODULE) here,
* because for processes where the open is interrupted
* there will never be a corresponding close. If we

* don't decrement the usage count here, we will be
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don't decrement the usage count here, we will be
left with a positive usage count which we'll have no
way to bring down to zero, giving us an immortal
module, which can only be killed by rebooting

the machine.

* % kX *

*

/
module_put(THIS_MODULE);
return -EINTR;

/*
* If we got here, Already_Open must be zero
*/

/*

* Open the file

*/

Already_Open = 1;

return O; /* Allow the access */

}

/*
* Called when the /proc file is closed
*/
int module_close(struct inode *inode, struct file *file)
{
/*
* Set Already_Open to zero, so one of the processes in the WaitQ will
* be able to set Already_Open back to one and to open the file. All
* the other processes will be called when Already_Open is back to one,
* so they'll go back to sleep.
*/
Already_Open = 0;

/*

* Wake up all the processes in WaitQ, so if anybody is waiting for the
* file, they can have it.

*/

wake_up(&WaitQ);

module_put(THIS_MODULE);

return O; /* success */

*

* This function decides whether to allow an operation (return zero) or not

* allow it (return a non-zero which indicates why it is not allowed).
*
* The operation can be one of the following values:
* 0 - Execute (run the "file" - meaningless in our case)
* 2 - Write (input to the kernel module)
* 4 - Read (output from the kernel module)
*
* This is the real function that checks file permissions. The permissions
* returned by Is -I are for reference only, and can be overridden here.
*/
static int module_permission(struct inode *inode, int op, struct nameidata *nd)
{ P
* We allow everybody to read from our module, but only root (uid 0)
* may write to it
*/
if (op == 4 || (op == 2 && current->euid == 0))
return 0O;
/*
* If it's anything else, access is denied
*/
return -EACCES;
}
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/*
* Structures to register as the /proc file, with pointers to all the relevant
* functions.

*/
/*

* File operations for our proc file. This is where we place pointers to all
* the functions called when somebody tries to do something to our file. NULL
* means we don't want to deal with something.
*
/
static struct file_operations File_Ops_4_Our_Proc_File = {
.read = module_output, /* "read" from the file */
write = module_input, /* "write" to the file */
.open = module_open, /* called when the /proc file is opened */
.release = module_close, /* called when it's closed */

%

/*
* Inode operations for our proc file. We need it so we'll have somewhere to
* specify the file operations structure we want to use, and the function we
* use for permissions. It's also possible to specify functions to be called
* for anything else which could be done to an inode (although we don't bother,
* we just put NULL).
*/
static struct inode_operations Inode_Ops_4_Our_Proc_File = {
.permission = module_permission, /* check for permissions */

7
/*
* Module initialization and cleanup
*/
/*
* Initialize the module - register the proc file
*
/
int init_module()
{
Our_Proc_File = create_proc_entry(PROC_ENTRY_FILENAME, 0644, NULL);
if (Our_Proc_File == NULL) {
remove_proc_entry(PROC_ENTRY_FILENAME, &proc_root);
printk(KERN_ALERT "Error: Could not initialize /proc/test#n");
return -ENOMEM;
}
Our_Proc_File->owner = THIS_MODULE;
Our_Proc_File->proc_iops = &Inode_Ops_4_Our_Proc_File;
Our_Proc_File->proc_fops = &File_Ops_4_Our_Proc_File;
Our_Proc_File->mode = S_IFREG | S_IRUGO | S_IWUSR;
Our_Proc_File->uid = 0;
Our_Proc_File->gid = 0;
Our_Proc_File->size = 80;
printk(KERN_INFO "/proc/test created¥n");
return 0O;
}
/*

* Cleanup - unregister our file from /proc. This could get dangerous if

* there are still processes waiting in WaitQ, because they are inside our

* open function, which will get unloaded. I'll explain how to avoid removal
* of a kernel module in such a case in chapter 10.

*/

void cleanup_module()

{
remove_proc_entry(PROC_ENTRY_FILENAME, &proc_root);
printk(KERN_INFO "/proc/test removed#n");

}
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Example 9-2. cat_noblock.c

/* cat_noblock.c - open a file and display its contents, but exit rather than wait for input */
/* Copyright (C) 1998 by Ori Pomerantz */

#include <stdio.h> /* standard I/O */
#include <fentl.h> /* for open */
#include <unistd.h> /* for read */
#include <stdlib.h> /* for exit */
#include <errno.h> /* for errno */

#define MAX_BYTES 1024*4

main(int argc, char *argvl])

{
int fd; /* The file descriptor for the file to read */
size_t bytes; /* The number of bytes read */
char bufferflMAX_BYTES]; /* The buffer for the bytes */
/* Usage */
if (argc != 2) {
printf("Usage: %s <filename>¥n", argv[0]);
puts("Reads the content of a file, but doesn't wait for input");
exit(-1);
}
/* Open the file for reading in non blocking mode */
fd = open(argv[l], O_RDONLY | O_NONBLOCK);
/* If open failed */
if (errno = EAGAIN)
puts("Open would block");
else
puts("Open failed");
exit(-1);
}
/* Read the file and output its contents */
do {
int i;
/* Read characters from the file */
bytes = read(fd, buffer, MAX_BYTES);
/* If there's an error, report it and die */
if (bytes == -1) {
if (errno = EAGAIN)
puts("Normally I'd block, but you told me not to");
else
puts("Another read error");
exit(-1);
}
/* Print the characters */
if (bytes > 0) {
for(i=0; i<bytes; i++)
putchar(bufferfi]);
}
/* While there are no errors and the file isn't over */
} while (bytes > 0);
}
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Chapter10. Replacing Printks
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Example 10-1. print_string.c

/*

* print_string.c - Send output to the tty we're running on, regardless if it's
* through X11, telnet, etc. We do this by printing the string to the tty
* associated with the current task.

*

/

#include <linux/kernel.h>

#include <linux/module.h>

#include <linux/init.h>

#include <linux/sched.h> /* For current */

#include <linux/tty.h> /* For the tty declarations */

#include <linux/version.n> /* For LINUX_VERSION_CODE */

MODULE_LICENSE("GPL");
MODULE_AUTHOR("Peter Jay Salzman");

static void print_string(char *str)
{

struct tty_struct *my_tty;

/*

* tty struct went into signal struct in 2.6.6

*

/

#if ( LINUX_VERSION_CODE <= KERNEL_VERSION(2,6,5) )

*

* The tty for the current task

*/
my_tty = current->tty;
#else
/*
* The tty for the current task, for 2.6.6+ kernels
*/
my_tty = current->signal->tty;
#endif

/*
* If my_tty is NULL, the current task has no tty you can print to
* (ie, if it's a daemon). If so, there's nothing we can do.
if (my_tty !'= NULL) {
/*

my_tty->driver is a struct which holds the tty's functions,
one of which (write) is used to write strings to the tty.
It can be used to take a string either from the user's or kernel's memory segment.

*
*
*
*
* The function's 1st parameter is the tty to write to,

* because the same function would normally be used for all
* ttﬁ's of a certain type. The 2nd parameter controls

* whether the function receives a string from kernel

* memory (false, 0) or from user memory (true, non zero).
* BTW: this param has been removed in Kernels > 2.6.9
* The (2nd) 3rd parameter is a pointer to a string.
* The (3rd) 4th parameter is the length of the string.
*
*
*
*
*
*
*

As you will see below, sometimes it's necessary to use

Ereprocessor stuff to create code that works for different

ernel versions. The (naive) approach we've taken here

does not scale well. The right way to deal with this is described in section 2 of
linux/Documentation/SubmittingPatches

((my_tty->driver)->write) (my_tty, /* The tty itself */
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#if ( LINUX_VERSION_CODE <= KERNEL_VERSION(2,6,9) )

0, /* Don't take the string from user space */
#endif

str, /* String */
strlen(str)); /* Length */

*

ttys were originally hardware devices, which (usually)

strictly followed the ASCII standard. In ASCII, to move to

a new line you need two characters, a carriage return and a
line feed. On Unix, the ASCII line feed is used for both
purposes - so we can't just use ¥n, because it wouldn't have
a carriage return and the next line will start at the

column right after the line feed.

This is why text files are different between Unix and
MS Windows. In CP/M and derivatives, like MS-DOS and
MS Windows, the ASCII standard was strictly adhered to,
and therefore a newline requirs both a LF and a CR.

o T T T T R I I

*/
#if ( LINUX_VERSION_CODE <= KERNEL_VERSION(2,6,9) )
((my_tty->driver)->write) (my_tty, 0, "WO15%012", 2);

#else
((my_tty->driver)->write) (my_tty, "W015W012", 2);
#endif
}
}
static int __init print_string_init(void)
{
print_string("The module has been inserted. Hello world!");
return O;
}
static void __exit print_string_exit(void)
{
print_string("The module has been removed. Farewell world!");
}

module_init(print_string_init);
module_exit(print_string_exit);

10.2 Flashing keyboard LEDs
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Example 10-2. kbleds.c

/*

* kbleds.c - Blink keyboard leds until the module is unloaded.
*/

#include <linux/module.h>

#include <linux/config.h>

#include <linux/init.h>

#include <linux/tty.h> /* For fg_console, MAX_NR_CONSOLES */
#include <linux/kd.h> /* For KDSETLED */

#include <linux/vt.h>

#include <linux/console_struct.h> /* For vc_cons */
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MODULE_DESCRIPTION("Example module illustrating the use of Keyboard LEDs.");
MODULE_AUTHOR("Daniele Paolo Scarpazza");
MODULE_LICENSE("GPL");

struct timer_list my_timer;
struct tty_driver *my_driver;
char kbledstatus = 0;

#define BLINK_DELAY HZ/5
#define ALL_LEDS_ON 0x07
#define RESTORE_LEDS OxFF

*

* Function my_timer_func blinks the keyboard LEDs periodically by invoking
command KDSETLED of ioctl() on the keyboard driver. To learn more on virtual
terminal ioctl operations, please see file:

/Jusr/src/linux/drivers/char/vt_ioctl.c, function vt_ioctl().

The argument to KDSETLED is alternatively set to 7 (thus causing the led
mode to be set to LED_SHOW_IOCTL, and all the leds are lit) and to OxFF
(any value above 7 switches back the led mode to LED_SHOW_FLAGS, thus
* the LEDs reflect the actual keyboard status). To learn more on this,

* please see file:

* /usr/src/linux/drivers/char/keyboard.c, function setledstate().

*

*/

static void my_timer_func(unsigned long ptr)

{

*
*
*
*
*
*
*

int *pstatus = (int *)ptr;
if (*pstatus == ALL_LEDS_ON)
*pstatus = RESTORE_LEDS;
else
*pstatus = ALL_LEDS_ON;
(my_driver->ioctl) (vc_cons[fg_console].d->vc_tty, NULL, KDSETLED, *pstatus);
my_timer.expires = jiffies + BLINK_DELAY;
add_timer(&my_timer);
}

static int __init kbleds_init(void)
{
int i;
printk(KERN_INFO "kbleds: loading¥#n");
printk(KERN_INFO "kbleds: fgconsole is %x¥n", fg_console);
for (i = 0; i < MAX_NR_CONSOLES; i++) {
if (lvc_cons[i].d)
break;
printk(KERN_INFO "poet_atkm: console[%i/%i] #%i, tty %Ix¥n", i, MAX_NR_CONSOLES,
vc_cons[il.d->vc_num, (unsigned long)vc_consli].d->vc_tty);
}
printk(KERN_INFO "kbleds: finished scanning consolest#n");
my_driver = vc_cons[fg_console].d->vc_tty->driver;
printk(KERN_INFO "kbleds: tty driver magic %x¥n", my_driver->magic);

/*

* Set up the LED blink timer the first time

*

/

init_timer(&my_timer);

my_timer.function = my_timer_func;
my_timer.data = (unsigned long)&kbledstatus;
my_timer.expires = jiffies + BLINK_DELAY;
add_timer(&my_timer);

return O;

}

static void __exit kbleds_cleanup(void)

{
printk(KERN_INFO "kbleds: unloading..#n");

del_timer(&my_timer);
(my_driver->ioctl) (vc_cons[fg_console].d->vc_tty, NULL, KDSETLED, RESTORE_LEDS);

module_init(kbleds_init);
module_exit(kbleds_cleanup);
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Chapterll. Scheduling Tasks
11.1 Scheduling Tasks
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Example 11-1. sched.c

/*
* sched.c - scheduale a function to be called on every timer interrupt.
*

* Copyright (C) 2001 by Peter Jay Salzman
*/

/*
* The necessary header files

*/
/*

* Standard in kernel modules

*

/

#include <linux/kernel.h> /* We're doing kernel work */

#include <linux/module.h> /* Specifically, a module */

#include <linux/proc_fs.h> /* Necessary because we use the proc fs */

#include <linux/workqueue.h> /* We scheduale tasks here */

#include <linux/sched.h> /* We need to put ourselves to sleep and wake up later */
#include <linux/inith> /* For _init and __exit */

#include <linux/interrupt.h> /* For irgreturn_t */

struct proc_dir_entry *Our_Proc_File;

#define PROC_ENTRY_FILENAME "sched"
#define MY_WORK_QUEUE_NAME "WQsched.c"
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/*

* The number of times the timer interrupt has been called so far
*/

static int Timerlntrpt = O;

static void intrpt_routine(void *);

static int die = 0; /* set this to 1 for shutdown */

/*

* The work queue structure for this task, from workqueue.h
*/

static struct workqueue_struct *my_workqueue;

static struct work_struct Task;

static DECLARE_WORK(Task, intrpt_routine, NULL);

/*

* This function will be called on every timer interrupt. Notice the void*

* pointer - task functions can be used for more than one purpose, each time
* getting a different parameter.

*/
static void intrpt_routine(void *irrelevant) {
/*
* Increment the counter
*/
Timerlntrpt++;
/*
* If cleanup wants us to die
*/
if (die == 0)
queue_delayed_work(my_workqueue, &Task, 100);
}
/*
* Put data into the proc fs file.
*/

ssize_t procfile_read(char *buffer, char **buffer_location, off t offset, int buffer_length, int *eof, void *data)

int len; /* The number of bytes actually used */

/*

* It's static so it will still be in memory
* when we leave this function

*/

static char my_buffer[80];

/*
* We give all of our information in one go, so if anybody asks us
* if we have more information the answer should always be no.

*/
if (offset > 0)
return O;
/*
* Fill the buffer and get its length
*/
len = sprintf(my_buffer, "Timer called %d times so far#n", Timerlntrpt);
/*
* Tell the function which called us where the buffer is
*/
*buffer_location = my_buffer;
/*
* Return the length
*/
return len;

Linux Kernel Module Programming Guide

64



*

* Initialize the module - register the proc file

*/

int __init init_module() {
*

* Create our /proc file
*/
Our_Proc_File = create_proc_entry(PROC_ENTRY_FILENAME, 0644, NULL);

if (Our_Proc_File == NULL) {
remove_proc_entry(PROC_ENTRY_FILENAME, &proc_root);
printk(KERN_ALERT "Error: Could not initialize /proc/%s#n", PROC_ENTRY_FILENAME);
return -ENOMEM;

}

Our_Proc_File->read_proc = procfile_read;
Our_Proc_File->owner = THIS_MODULE;
Our_Proc_File->mode = S_IFREG | S_IRUGO;
Our_Proc_File->uid =
Our_Proc_File->gid =
Our_Proc_File->size = 80;

0;
0;

/*

* Put the task in the work_timer task queue, so it will be executed at
* next timer interrupt

*/

my_workqueue = create_workqueue(MY_WORK_QUEUE_NAME);
queue_delayed_work(my_workqueue, &Task, 100);

printk(KERN_INFO "/proc/%s createdWn", PROC_ENTRY_FILENAME);
return 0O;

}

*

* Cleanup
*

void __exit cleanup_module() {

* Unregister our /proc file

*/

remove_proc_entry(PROC_ENTRY_FILENAME, &proc_root);
printk(KERN_INFO "/proc/%s removeditn”, PROC_ENTRY_FILENAME);
die = 1; /* keep intrp_routine from queueing itself */
cancel_delayed_work(&Task); /* no "new ones" */
flush_workqueue(my_workqueue); /* wait till all "old ones" finished */
destroy_workqueue(my_workqueue);

*

Sleep until intrpt_routine is called one last time. This is
necessary, because otherwise we'll deallocate the memory holding
intrpt_routine and Task while work_timer still references them.
Notice that here we don't allow signals to interrupt us.

Since WaitQ is now not NULL, this automatically tells the interrupt
routine it's time to die.

ELEE T R R

*
~

}

*

* some work_queue related functions

* are just available to GPL licensed Modules
*

MODULE_LICENSE("GPL"),
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Chapterl?. Inturrupt Handlers
12.1 Inturrupt Handlers
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12.1.2 Keyboards on the Intel Architecture
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Example 12-1. intrpt.c
r :
* intrpt.c - An interrupt handler.

* Copyright (C) 2001 by Peter Jay Salzman
*/

/*
* The necessary header files
*/

* Standard in kernel modules

*

/

#include <linux/kernel.h> /* We're doing kernel work */
#include <linux/module.n> /* Specifically, a module */
#include <linux/sched.h>

#include <linux/workqueue.h>

#include <linux/interrupth> /* We want an interrupt */
#include <asm/io.h>

#define MY_WORK_QUEUE_NAME "WQsched.c"

static struct workqueue_struct *my_workqueue;
*

* This will get called by the kernel as soon as it's safe
* to do everything normally allowed by kernel modules.
*/

static void got_char(void *scancode) {
printk(KERN_INFO "Scan Code %x %s#n", (int)*((char *)scancode) & Ox7F,
*((char *)scancode) & 0x80 ? "Released" : "Pressed");
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*

* This function services keyboard interrupts. It reads the relevant

* information from the keyboard and then puts the non time critical

* part into the work queue. This will be run when the kernel considers it safe.
*/

irgreturn_t irg_handler(int irqg, void *dev_id, struct pt_regs *regs) {

* This variables are static because they need to be

* accessible (through pointers) to the bottom half routine.
*

/

static int initialised = O;

static unsigned char scancode;

static struct work_struct task;

unsigned char status;

*

* Read keyboard status
*/

status = inb(0x64);
scancode = inb(0x60);

if (initialised ==
INIT_WORK(&task, got_char, &scancode);
initialised = 1;

} els

Ise {
PREPARE_WORK(&task, got_char, &scancode);

queue_work(my_workqueue, &task);
return IRQ_HANDLED;

}

*

* Initialize the module - register the IRQ handler
*

int init_module() {
my_workqueue = create_workqueue(MY_WORK_QUEUE_NAME);

*

* Since the keyboard handler won't co-exist with another handler,
* such as us, we have to disable it (free its IRQ) before we do

* anything. Since we don't know where it is, there's no way to

* reinstate it later - so the computer will have to be rebooted

* when we're done.

*

/
free_irq(1, NULL);

* Request IRQ 1, the keyboard IRQ, to go to our irg_handler.
* SA_SHIRQ means we're willing to have othe handlers on this IRQ.
* SA_INTERRUPT can be used to make the handler into a fast interrupt.
*/
return request_irq(1, /* The number of the keyboard IRQ on PCs */ irg_handler, /* our handler */
SA_SHIRQ, "test_keyboard_irq_handler", (void *)(irg_handler));
}

/*

* Cleanup

*/

void cleanup_module() {
/*

* This is only here for completeness. It's totally irrelevant, since
* we don't have a way to restore the normal keyboard interrupt so the
* computer is completely useless and has to be rebooted.
*
free_irq(1, NULL);
}

/*

* some work_queue related functions are just available to GPL licensed Modules
*

MODULE_LICENSE("GPL");
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Chapter13. Symmetric Multo Processing
13.1 Symeetrical Multi-Processing
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Chapter14. Common Pitfalls
14.1 Common Pitfalls
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