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Iterators and Allocators

The reason that data structures and algorithms
can work together seamlessly is ... that they

do not know anything about each other.
– Alex Stepanov

Iterators and sequences— operations on iterators— iterator traits— iterator categories
— inserters— reverse iterators— stream iterators— checked iterators— exceptions
and algorithms— allocators— the standarda al ll lo oc ca at to or r — user-defined allocators—
low-level memory functions— advice— exercises.

19.1 Introduction [iter.intro]

Iterators are the glue that holds containers and algorithms together. They provide an abstract view
of data so that the writer of an algorithm need not be concerned with concrete details of a myriad of
data structures. Conversely, the standard model of data access provided by iterators relieves con-
tainers from having to provide a more extensive set of access operations. Similarly, allocators are
used to insulate container implementations from details of access to memory.

Iterators support an abstract model of data as sequences of objects (§19.2). Allocators provide a
mapping from a lower-level model of data as arrays of bytes into the higher-level object model
(§19.4). The most common lower-level memory model is itself supported by a few standard func-
tions (§19.4.4).

Iterators are a concept with which every programmer should be familiar. In contrast, allocators
are a support mechanism that a programmer rarely needs to worry about and few programmers will
ever need to write a new allocator.
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550 Iterators and Allocators Chapter 19

19.2 Iterators and Sequences[iter.iter]

An iterator is a pure abstraction. That is, anything that behaves like an iterator is an iterator
(§3.8.2). An iterator is an abstraction of the notion of a pointer to an element of a sequence. Its key
concepts are

– ‘‘the element currently pointed to’’ (dereferencing, represented by operators* and-> ),
– ‘‘point to next element’’ (increment, represented by operator++), and
– equality (represented by operator==).

For example, the built-in typei in nt t* is an iterator for ani in nt t[] and the classl li is st t<i in nt t>: : i it te er ra at to or r is an
iterator for al li is st t class.

A sequence is an abstraction of the notion ‘‘something where we can get from the beginning to
the end by using a next-element operation:’’

elem[0] elem[1] elem[2] ... elem[n-1]
. . . . . . . . . . . . . ..

..

. . . . . . . . . . . . . . .....

begin() end()

Examples of such sequences are arrays (§5.2), vectors (§16.3), singly-linked lists (§17.8[17]),
doubly-linked lists (§17.2.2), trees (§17.4.1), input (§21.3.1), and output (§21.2.1). Each has its
own appropriate kind of iterator.

The iterator classes and functions are declared in namespaces st td d and found in<i it te er ra at to or r>.
An iterator isnot a general pointer. Rather, it is an abstraction of the notion of a pointer into an

array. There is no concept of a ‘‘null iterator.’’ The test to determine whether an iterator points to
an element or not is conventionally done by comparing it against theend of its sequence (rather
than comparing it against an nu ul ll l element). This notion simplifies many algorithms by removing the
need for a special end case and generalizes nicely to sequences of arbitrary types.

An iterator that points to an element is said to bevalid and can be dereferenced (using* , [] , or
-> appropriately). An iterator can be invalid either because it hasn’t been initialized, because it
pointed into a container that was explicitly or implicitly resized (§16.3.6, §16.3.8), because the con-
tainer into which it pointed was destroyed, or because it denotes the end of a sequence (§18.2). The
end of a sequence can be thought of as an iterator pointing to a hypothetical element position one-
past-the-last element of a sequence.

19.2.1 Iterator Operations [iter.oper]

Not every kind of iterator supports exactly the same set of operations. For example, reading
requires different operations from writing, and av ve ec ct to or r allows convenient and efficient random
access in a way that would be prohibitively expensive to provide for al li is st t or an i is st tr re ea am m. Conse-
quently, we classify iterators into five categories according to the operations they are capable of
providing efficiently (that is, in constant time; §17.1):
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_ _________________________________________________________________________
Iterator Operations and Categories_ __________________________________________________________________________ _________________________________________________________________________

Category: output input forward bidirectional random-access
Abbreviation: O Ou ut t I In n F Fo or r B Bi i R Ra an n_ _________________________________________________________________________
Read: =*p =*p =*p =*p
Access: -> -> -> -> []
Write: *p= *p= *p= *p=
Iteration: ++ ++ ++ ++ -- ++ -- + - += -=
Comparison: == != == != == != == != < > >= <=_ _________________________________________________________________________ 
































Both read and write are through the iterator dereferenced by* :

* p p = x x; / / write x through p
x x = * p p; / / read through p into x

To be an iterator type, a type must provide an appropriate set of operations. These operations must
have their conventional meanings. That is, each operation must have the same effect it has on an
ordinary pointer.

Independently of its category, an iterator can allowc co on ns st t or non-c co on ns st t access to the object it
points to. You cannot write to an element using an iterator toc co on ns st t – whatever its category. An
iterator provides a set of operators, but the type of the element pointed to is the final arbiter of what
can be done to that element.

Reads and writes copy objects, so element types must have the conventional copy semantics
(§17.1.4).

Only random-access iterators can have an integer added or subtracted for relative addressing.
However, except for output iterators, the distance between two iterators can always be found by
iterating through the elements, so ad di is st ta an nc ce e() function is provided:

t te em mp pl la at te e<c cl la as ss s I In n> t ty yp pe en na am me e i it te er ra at to or r_ _t tr ra ai it ts s<I In n>: : d di if ff fe er re en nc ce e_ _t ty yp pe e d di is st ta an nc ce e( I In n f fi ir rs st t, I In n l la as st t)
{

t ty yp pe en na am me e i it te er ra at to or r_ _t tr ra ai it ts s<I In n>: : d di if ff fe er re en nc ce e_ _t ty yp pe e d d = 0 0;
w wh hi il le e ( f fi ir rs st t++!= l la as st t) d d++;
r re et tu ur rn n d d;

}

An i it te er ra at to or r_ _t tr ra ai it ts s<I In n>: : d di if ff fe er re en nc ce e_ _t ty yp pe e is defined for every iteratorI In n to hold distances between
elements (§19.2.2).

This function is calledd di is st ta an nc ce e() rather thano op pe er ra at to or r-() because it can be expensive and
the operators provided for an iterator all operate in constant time (§17.1). Counting elements one
by one is not the kind of operation I would like to invoke unwittingly for a large sequence. The
library also provides a far more efficient implementation ofd di is st ta an nc ce e() for a random-access itera-
tor.

Similarly, a ad dv va an nc ce e() is provided as a potentially slow+=:

t te em mp pl la at te e <c cl la as ss s I In n, c cl la as ss s D Di is st t> v vo oi id d a ad dv va an nc ce e( I In n i i, D Di is st t n n) ; / / i+=n
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19.2.2 Iterator Traits [iter.traits]

We use iterators to gain information about the objects they point to and the sequences they point
into. For example, we can dereference an iterator and manipulate the resulting object and we can
find the number of elements in a sequence, given the iterators that describe it. To express such
operations, we must be able to refer to types related to an iterator such as ‘‘the type of the object
referred to by an iterator’’ and ‘‘the type of the distance between two iterators.’’ The related types
of an iterator are described by a small set of declarations in ani it te er ra at to or r_ _t tr ra ai it ts s template class:

t te em mp pl la at te e<c cl la as ss s I It te er r> s st tr ru uc ct t i it te er ra at to or r_ _t tr ra ai it ts s {
t ty yp pe ed de ef f t ty yp pe en na am me e I It te er r: : i it te er ra at to or r_ _c ca at te eg go or ry y i it te er ra at to or r_ _c ca at te eg go or ry y; / / §19.2.3
t ty yp pe ed de ef f t ty yp pe en na am me e I It te er r: : v va al lu ue e_ _t ty yp pe e v va al lu ue e_ _t ty yp pe e; / / type of element
t ty yp pe ed de ef f t ty yp pe en na am me e I It te er r: : d di if ff fe er re en nc ce e_ _t ty yp pe e d di if ff fe er re en nc ce e_ _t ty yp pe e;
t ty yp pe ed de ef f t ty yp pe en na am me e I It te er r: : p po oi in nt te er r p po oi in nt te er r; / / return type of operator– >()
t ty yp pe ed de ef f t ty yp pe en na am me e I It te er r: : r re ef fe er re en nc ce e r re ef fe er re en nc ce e; / / return type of operator*()

};

The d di if ff fe er re en nc ce e_ _t ty yp pe e is the type used to represent the difference between two iterators, and the
i it te er ra at to or r_ _c ca at te eg go or ry y is a type indicating what operations the iterator supports. For ordinary pointers,
specializations (§13.5) for<T T*> and<c co on ns st t T T*> are provided. In particular:

t te em mp pl la at te e<c cl la as ss s T T> s st tr ru uc ct t i it te er ra at to or r_ _t tr ra ai it ts s<T T*> { / / specialization for pointers
t ty yp pe ed de ef f r ra an nd do om m_ _a ac cc ce es ss s_ _i it te er ra at to or r_ _t ta ag g i it te er ra at to or r_ _c ca at te eg go or ry y;
t ty yp pe ed de ef f T T v va al lu ue e_ _t ty yp pe e;
t ty yp pe ed de ef f p pt tr rd di if ff f_ _t t d di if ff fe er re en nc ce e_ _t ty yp pe e;
t ty yp pe ed de ef f T T* p po oi in nt te er r;
t ty yp pe ed de ef f T T& r re ef fe er re en nc ce e;

};

That is, the difference between two pointers is represented by the standard library typep pt tr rd di if ff f_ _t t
from <c cs st td dd de ef f> (§6.2.1) and a pointer provides random access (§19.2.3). Giveni it te er ra at to or r_ _t tr ra ai it ts s,
we can write code that depends on properties of an iterator parameter. Thec co ou un nt t() algorithm is
the classical example:

t te em mp pl la at te e<c cl la as ss s I In n, c cl la as ss s T T>
t ty yp pe en na am me e i it te er ra at to or r_ _t tr ra ai it ts s<I In n>: : d di if ff fe er re en nc ce e_ _t ty yp pe e c co ou un nt t( I In n f fi ir rs st t, I In n l la as st t, c co on ns st t T T& v va al l)
{

t ty yp pe en na am me e i it te er ra at to or r_ _t tr ra ai it ts s<I In n>: : d di if ff fe er re en nc ce e_ _t ty yp pe e r re es s = 0 0;
w wh hi il le e ( f fi ir rs st t != l la as st t) i if f (* f fi ir rs st t++ == v va al l) ++r re es s;
r re et tu ur rn n r re es s;

}

Here, the type of the result is expressed in terms of thei it te er ra at to or r_ _t tr ra ai it ts s of the input. This technique
is necessary because there is no language primitive for expressing an arbitrary type in terms of
another.

Instead of usingi it te er ra at to or r_ _t tr ra ai it ts s, we might have specializedc co ou un nt t() for pointers:

t te em mp pl la at te e<c cl la as ss s I In n, c cl la as ss s T T>
t ty yp pe en na am me e I In n: : d di if ff fe er re en nc ce e_ _t ty yp pe e c co ou un nt t( I In n f fi ir rs st t, I In n l la as st t, c co on ns st t T T& v va al l) ;

t te em mp pl la at te e<c cl la as ss s I In n, c cl la as ss s T T> p pt tr rd di if ff f_ _t t c co ou un nt t<T T*, T T>( T T* f fi ir rs st t, T T* l la as st t, c co on ns st t T T& v va al l) ;
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However, this would have solved the problem forc co ou un nt t() only. Had we used this technique for a
dozen algorithms, the information about distance types would have been replicated a dozen times.
In general, it is better to represent a design decision in one place (§23.4.2). In that way, the deci-
sion can– if necessary– be changed in one place.

Becausei it te er ra at to or r_ _t tr ra ai it ts s<I It te er ra at to or r> is defined for every iterator, we implicitly define an
i it te er ra at to or r_ _t tr ra ai it ts s whenever we design a new iterator type. If the default traits generated from the
generali it te er ra at to or r_ _t tr ra ai it ts s template are not right for our new iterator type, we provide a specialization
in a way similar to what the standard library does for pointer types. Thei it te er ra at to or r_ _t tr ra ai it ts s that are
implicitly generated assume that the iterator is a class with the member typesd di if ff fe er re en nc ce e_ _t ty yp pe e,
v va al lu ue e_ _t ty yp pe e, etc. In<i it te er ra at to or r>, the library provides a base type that can be used to define those
member types:

t te em mp pl la at te e<c cl la as ss s C Ca at t, c cl la as ss s T T, c cl la as ss s D Di is st t = p pt tr rd di if ff f_ _t t, c cl la as ss s P Pt tr r = T T*, c cl la as ss s R Re ef f = T T&>
s st tr ru uc ct t i it te er ra at to or r {

t ty yp pe ed de ef f C Ca at t i it te er ra at to or r_ _c ca at te eg go or ry y; / / §19.2.3
t ty yp pe ed de ef f T T v va al lu ue e_ _t ty yp pe e; / / type of element
t ty yp pe ed de ef f D Di is st t d di if ff fe er re en nc ce e_ _t ty yp pe e; / / type of iterator difference
t ty yp pe ed de ef f P Pt tr r p po oi in nt te er r; / / return type for– >
t ty yp pe ed de ef f R Re ef f r re ef fe er re en nc ce e; / / return type for *

};

Note thatr re ef fe er re en nc ce e andp po oi in nt te er r are not iterators. They are intended to be the return types ofo op pe er r- -
a at to or r*() ando op pe er ra at to or r->() , respectively, for some iterator.

The i it te er ra at to or r_ _t tr ra ai it ts s are the key to the simplicity of many interfaces that rely on iterators and to
the efficient implementation of many algorithms.

19.2.3 Iterator Categories [iter.cat]

The different kinds of iterators– usually referred to as iterator categories– fit into a hierarchical
ordering:

Input

Output

Forward Bidirectional Random access

This is not a class inheritance diagram. An iterator category is a classification of a type based on
the operations it provides. Many otherwise unrelated types can belong to the same iterator cate-
gory. For example, both ordinary pointers (§19.2.2) andC Ch he ec ck ke ed d_ _i it te er rs (§19.3) are random-access
iterators.

As noted in Chapter 18, different algorithms require different kinds of iterators as arguments.
Also, the same algorithm can sometimes be implemented with different efficiencies for different
kinds of iterators. To support overload resolution based on iterator categories, the standard library
provides five classes representing the five iterator categories:
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s st tr ru uc ct t i in np pu ut t_ _i it te er ra at to or r_ _t ta ag g {};
s st tr ru uc ct t o ou ut tp pu ut t_ _i it te er ra at to or r_ _t ta ag g {};
s st tr ru uc ct t f fo or rw wa ar rd d_ _i it te er ra at to or r_ _t ta ag g : p pu ub bl li ic c i in np pu ut t_ _i it te er ra at to or r_ _t ta ag g {};
s st tr ru uc ct t b bi id di ir re ec ct ti io on na al l_ _i it te er ra at to or r_ _t ta ag g: p pu ub bl li ic c f fo or rw wa ar rd d_ _i it te er ra at to or r_ _t ta ag g {};
s st tr ru uc ct t r ra an nd do om m_ _a ac cc ce es ss s_ _i it te er ra at to or r_ _t ta ag g: p pu ub bl li ic c b bi id di ir re ec ct ti io on na al l_ _i it te er ra at to or r_ _t ta ag g {};

Looking at the operations supported by input and forward iterators (§19.2.1), we would expect
f fo or rw wa ar rd d_ _i it te er ra at to or r_ _t ta ag g to be derived fromo ou ut tp pu ut t_ _i it te er ra at to or r_ _t ta ag g as well as fromi in np pu ut t_ _i it te er ra at to or r_ _t ta ag g.
The reasons that it is not are obscure and probably invalid. However, I have yet to see an example
in which that derivation would have simplified real code.

The inheritance of tags is useful (only) to save us from defining separate versions of a function
where several– but not all– kinds of iterators can use the same algorithms. Consider how to
implementd di is st ta an nc ce e:

t te em mp pl la at te e<c cl la as ss s I In n>
t ty yp pe en na am me e i it te er ra at to or r_ _t tr ra ai it ts s<I In n>: : d di if ff fe er re en nc ce e_ _t ty yp pe e d di is st ta an nc ce e( I In n f fi ir rs st t, I In n l la as st t) ;

There are two obvious alternatives:
[1] If I In n is a random-access iterator, we can subtractf fi ir rs st t from l la as st t.
[2] Otherwise, we must increment an iterator fromf fi ir rs st t to l la as st t and count the distance.

We can express these two alternatives as a pair of helper functions:

t te em mp pl la at te e<c cl la as ss s I In n>
t ty yp pe en na am me e i it te er ra at to or r_ _t tr ra ai it ts s<I In n>: : d di if ff fe er re en nc ce e_ _t ty yp pe e
d di is st t_ _h he el lp pe er r( I In n f fi ir rs st t, I In n l la as st t, i in np pu ut t_ _i it te er ra at to or r_ _t ta ag g)
{

t ty yp pe en na am me e i it te er ra at to or r_ _t tr ra ai it ts s<I In n>: : d di if ff fe er re en nc ce e_ _t ty yp pe e d d = 0 0;
w wh hi il le e ( f fi ir rs st t++!= l la as st t) d d++; / / use increment only
r re et tu ur rn n d d;

}

t te em mp pl la at te e<c cl la as ss s R Ra an n>
t ty yp pe en na am me e i it te er ra at to or r_ _t tr ra ai it ts s<R Ra an n>: : d di if ff fe er re en nc ce e_ _t ty yp pe e
d di is st t_ _h he el lp pe er r( R Ra an n f fi ir rs st t, R Ra an n l la as st t, r ra an nd do om m_ _a ac cc ce es ss s_ _i it te er ra at to or r_ _t ta ag g)
{

r re et tu ur rn n l la as st t- f fi ir rs st t; / / rely on random access
}

The iterator category tag arguments make it explicit what kind of iterator is expected. The iterator
tag is used exclusively for overload resolution; the tag takes no part in the actual computation. It is
a purely compile-time selection mechanism. In addition to automatic selection of a helper function,
this technique provides immediate type checking (§13.2.5).

It is now trivial to defined di is st ta an nc ce e() by calling the appropriate helper function:

t te em mp pl la at te e<c cl la as ss s I In n>
t ty yp pe en na am me e i it te er ra at to or r_ _t tr ra ai it ts s<I In n>: : d di if ff fe er re en nc ce e_ _t ty yp pe e d di is st ta an nc ce e( I In n f fi ir rs st t, I In n l la as st t)
{

r re et tu ur rn n d di is st t_ _h he el lp pe er r( f fi ir rs st t, l la as st t, i it te er ra at to or r_ _t tr ra ai it ts s<I In n>: : i it te er ra at to or r_ _c ca at te eg go or ry y()) ;
}
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For a d di is st t_ _h he el lp pe er r() to be called, thei it te er ra at to or r_ _t tr ra ai it ts s<I In n>: : i it te er ra at to or r_ _c ca at te eg go or ry y used must be a
i in np pu ut t_ _i it te er ra at to or r_ _t ta ag g or ar ra an nd do om m_ _a ac cc ce es ss s_ _i it te er ra at to or r_ _t ta ag g. However, there is no need for separate ver-
sions ofd di is st t_ _h he el lp pe er r() for forward or bidirectional iterators. Thanks to tag inheritance, those cases
are handled by thed di is st t_ _h he el lp pe er r() which takes ani in np pu ut t_ _i it te er ra at to or r_ _t ta ag g. The absence of a version for
o ou ut tp pu ut t_ _i it te er ra at to or r_ _t ta ag g reflects the fact thatd di is st ta an nc ce e() is not meaningful for output iterators:

v vo oi id d f f( v ve ec ct to or r<i in nt t>& v vi i,
l li is st t<d do ou ub bl le e>& l ld d,
i is st tr re ea am m_ _i it te er ra at to or r<s st tr ri in ng g>& i is s1 1, i is st tr re ea am m_ _i it te er ra at to or r<s st tr ri in ng g>& i is s2 2,
o os st tr re ea am m_ _i it te er ra at to or r<c ch ha ar r>& o os s1 1, o os st tr re ea am m_ _i it te er ra at to or r<c ch ha ar r>& o os s2 2)

{
d di is st ta an nc ce e( v vi i. b be eg gi in n() , v vi i. e en nd d()) ; / / use subtraction algorithm
d di is st ta an nc ce e( l ld d. b be eg gi in n() , l ld d. e en nd d()) ; / / use increment algorithm
d di is st ta an nc ce e( i is s1 1, i is s2 2) ; / / use increment algorithm
d di is st ta an nc ce e( o os s1 1, o os s2 2) ; / / error: wrong iterator category, dist_helper() argument type mismatch

}

Calling d di is st ta an nc ce e() for an i is st tr re ea am m_ _i it te er ra at to or r probably doesn’t make much sense in a real program,
though. The effect would be to read the input, throw it away, and return the number of values
thrown away.

Using i it te er ra at to or r_ _t tr ra ai it ts s<T T>: : i it te er ra at to or r_ _c ca at te eg go or ry y allows a programmer to provide alternative
implementations so that a user who cares nothing about the implementation of algorithms automati-
cally gets the most appropriate implementation for each data structure used. In other words, it
allows us to hide an implementation detail behind a convenient interface. Inlining can be used to
ensure that this elegance is not bought at the cost of run-time efficiency.

19.2.4 Inserters [iter.insert]

Producing output through an iterator into a container implies that elements following the one
pointed to by the iterator can be overwritten. This implies the possibility of overflow and conse-
quent memory corruption. For example:

v vo oi id d f f( v ve ec ct to or r<i in nt t>& v vi i)
{

f fi il ll l_ _n n( v vi i. b be eg gi in n() , 2 20 00 0, 7 7) ; / / assign 7 to vi[0]..[199]
}

If v vi i has fewer than2 20 00 0 elements, we are in trouble.
In <i it te er ra at to or r>, the standard library provides three iterator template classes to deal with this

problem, plus three functions to make it convenient to use those iterators:

t te em mp pl la at te e <c cl la as ss s C Co on nt t> b ba ac ck k_ _i in ns se er rt t_ _i it te er ra at to or r<C Co on nt t> b ba ac ck k_ _i in ns se er rt te er r( C Co on nt t& c c) ;
t te em mp pl la at te e <c cl la as ss s C Co on nt t> f fr ro on nt t_ _i in ns se er rt t_ _i it te er ra at to or r<C Co on nt t> f fr ro on nt t_ _i in ns se er rt te er r( C Co on nt t& c c) ;
t te em mp pl la at te e <c cl la as ss s C Co on nt t, c cl la as ss s O Ou ut t> i in ns se er rt t_ _i it te er ra at to or r<C Co on nt t> i in ns se er rt te er r( C Co on nt t& c c, O Ou ut t p p) ;

The b ba ac ck k_ _i in ns se er rt te er r() causes elements to be added to the end of the container,f fr ro on nt t_ _i in ns se er rt te er r()
causes elements to be added to the front, and ‘‘plain’’i in ns se er rt te er r() causes elements to be added
before its iterator argument. Fori in ns se er rt te er r( c c, p p) , p p must be a valid iterator forc c. Naturally, a con-
tainer grows each time a value is written to it through an insert iterator.
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When written to, an inserter inserts a new element into a sequence usingp pu us sh h_ _b ba ac ck k() ,
p pu us sh h_ _f fr ro on nt t() , or i in ns se er rt t() (§16.3.6) rather than overwriting an existing element. For example:

v vo oi id d g g( v ve ec ct to or r<i in nt t>& v vi i)
{

f fi il ll l_ _n n( b ba ac ck k_ _i in ns se er rt te er r( v vi i) , 2 20 00 0, 7 7) ; / / add 200 7s to the end of vi
}

Inserters are as simple and efficient as they are useful. For example:

t te em mp pl la at te e <c cl la as ss s C Co on nt t>
c cl la as ss s i in ns se er rt t_ _i it te er ra at to or r : p pu ub bl li ic c i it te er ra at to or r<o ou ut tp pu ut t_ _i it te er ra at to or r_ _t ta ag g, v vo oi id d, v vo oi id d, v vo oi id d, v vo oi id d> {
p pr ro ot te ec ct te ed d:

C Co on nt t& c co on nt ta ai in ne er r; / / container to insert into
t ty yp pe en na am me e C Co on nt t: : i it te er ra at to or r i it te er r; / / points into the container

p pu ub bl li ic c:
e ex xp pl li ic ci it t i in ns se er rt t_ _i it te er ra at to or r( C Co on nt t& x x, t ty yp pe en na am me e C Co on nt t: : i it te er ra at to or r i i)

: c co on nt ta ai in ne er r( x x) , i it te er r( i i) {}

i in ns se er rt t_ _i it te er ra at to or r& o op pe er ra at to or r=( c co on ns st t t ty yp pe en na am me e C Co on nt t: : v va al lu ue e_ _t ty yp pe e& v va al l)
{

i it te er r = c co on nt ta ai in ne er r. i in ns se er rt t( i it te er r, v va al l) ;
++i it te er r;
r re et tu ur rn n * t th hi is s;

}

i in ns se er rt t_ _i it te er ra at to or r& o op pe er ra at to or r*() { r re et tu ur rn n * t th hi is s; }
i in ns se er rt t_ _i it te er ra at to or r& o op pe er ra at to or r++() { r re et tu ur rn n * t th hi is s; } / / prefix ++
i in ns se er rt t_ _i it te er ra at to or r o op pe er ra at to or r++( i in nt t) { r re et tu ur rn n * t th hi is s; } / / postfix ++

};

Clearly, inserters are output iterators.
An i in ns se er rt t_ _i it te er ra at to or r is a special case of an output sequence. In parallel to thei is se eq q from §18.3.1,

we might define:

t te em mp pl la at te e<c cl la as ss s C Co on nt t>
i in ns se er rt t_ _i it te er ra at to or r<C Co on nt t>
o os se eq q( C Co on nt t& c c, t ty yp pe en na am me e C Co on nt t: : i it te er ra at to or r f fi ir rs st t, t ty yp pe en na am me e C Co on nt t: : i it te er ra at to or r l la as st t)
{

r re et tu ur rn n i in ns se er rt t_ _i it te er ra at to or r<C Co on nt t>( c c, c c. e er ra as se e( f fi ir rs st t, l la as st t)) ; / / erase is explained in §16.3.6
}

In other words, an output sequence removes its old elements and replaces them with the output.
For example:

v vo oi id d f f( l li is st t<i in nt t>& l li i, v ve ec ct to or r<i in nt t>& v vi i) / / replace second half of vi by a copy of li
{

c co op py y( l li i. b be eg gi in n() , l li i. e en nd d() , o os se eq q( v vi i, v vi i+v vi i. s si iz ze e()/ 2 2, v vi i. e en nd d())) ;
}

The container needs to be an argument to ano os se eq q because it is not possible to decrease the size of a
container, given only iterators into it (§18.6, §18.6.3).
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19.2.5 Reverse Iterators [iter.reverse]

The standard containers provider rb be eg gi in n() and r re en nd d() for iterating through elements in reverse
order (§16.3.2). These member functions returnr re ev ve er rs se e_ _i it te er ra at to or rs:

t te em mp pl la at te e <c cl la as ss s I It te er r>
c cl la as ss s r re ev ve er rs se e_ _i it te er ra at to or r : p pu ub bl li ic c i it te er ra at to or r<i it te er ra at to or r_ _t tr ra ai it ts s<I It te er r>: : i it te er ra at to or r_ _c ca at te eg go or ry y,

i it te er ra at to or r_ _t tr ra ai it ts s<I It te er r>: : v va al lu ue e_ _t ty yp pe e,
i it te er ra at to or r_ _t tr ra ai it ts s<I It te er r>: : d di if ff fe er re en nc ce e_ _t ty yp pe e,
i it te er ra at to or r_ _t tr ra ai it ts s<I It te er r>: : p po oi in nt te er r,
i it te er ra at to or r_ _t tr ra ai it ts s<I It te er r>: : r re ef fe er re en nc ce e> {

p pr ro ot te ec ct te ed d:
I It te er r c cu ur rr re en nt t; / / current points to the element after the one *this refers to.

p pu ub bl li ic c:
t ty yp pe ed de ef f I It te er r i it te er ra at to or r_ _t ty yp pe e;

r re ev ve er rs se e_ _i it te er ra at to or r() : c cu ur rr re en nt t() { }
e ex xp pl li ic ci it t r re ev ve er rs se e_ _i it te er ra at to or r( I It te er r x x) : c cu ur rr re en nt t( x x) { }
t te em mp pl la at te e<c cl la as ss s U U> r re ev ve er rs se e_ _i it te er ra at to or r( c co on ns st t r re ev ve er rs se e_ _i it te er ra at to or r<U U>& x x) : c cu ur rr re en nt t( x x. b ba as se e()) { }

I It te er r b ba as se e() c co on ns st t { r re et tu ur rn n c cu ur rr re en nt t; } / / current iterator value

r re ef fe er re en nc ce e o op pe er ra at to or r*() c co on ns st t { I It te er r t tm mp p = c cu ur rr re en nt t; r re et tu ur rn n *-- t tm mp p; }
p po oi in nt te er r o op pe er ra at to or r->() c co on ns st t;
r re ef fe er re en nc ce e o op pe er ra at to or r[]( d di if ff fe er re en nc ce e_ _t ty yp pe e n n) c co on ns st t;

r re ev ve er rs se e_ _i it te er ra at to or r& o op pe er ra at to or r++() { -- c cu ur rr re en nt t; r re et tu ur rn n * t th hi is s; } / / note: not ++
r re ev ve er rs se e_ _i it te er ra at to or r o op pe er ra at to or r++( i in nt t) { r re ev ve er rs se e_ _i it te er ra at to or r t t = c cu ur rr re en nt t; -- c cu ur rr re en nt t; r re et tu ur rn n t t; }
r re ev ve er rs se e_ _i it te er ra at to or r& o op pe er ra at to or r--() { ++c cu ur rr re en nt t; r re et tu ur rn n * t th hi is s; } / / note: not– –
r re ev ve er rs se e_ _i it te er ra at to or r o op pe er ra at to or r--( i in nt t) { r re ev ve er rs se e_ _i it te er ra at to or r t t = c cu ur rr re en nt t; ++c cu ur rr re en nt t; r re et tu ur rn n t t; }

r re ev ve er rs se e_ _i it te er ra at to or r o op pe er ra at to or r+( d di if ff fe er re en nc ce e_ _t ty yp pe e n n) c co on ns st t;
r re ev ve er rs se e_ _i it te er ra at to or r& o op pe er ra at to or r+=( d di if ff fe er re en nc ce e_ _t ty yp pe e n n) ;
r re ev ve er rs se e_ _i it te er ra at to or r o op pe er ra at to or r-( d di if ff fe er re en nc ce e_ _t ty yp pe e n n) c co on ns st t;
r re ev ve er rs se e_ _i it te er ra at to or r& o op pe er ra at to or r-=( d di if ff fe er re en nc ce e_ _t ty yp pe e n n) ;

};

A r re ev ve er rs se e_ _i it te er ra at to or r is implemented using ani it te er ra at to or r calledc cu ur rr re en nt t. Thati it te er ra at to or r can (only) point
to the elements of its sequence plus its one-past-the-end element. However, ther re ev ve er rs se e_ _i it te er ra at to or r’s
one-past-the-end element is the original sequence’s (inaccessible) one-before-the-beginning ele-
ment. Thus, to avoid access violations,c cu ur rr re en nt t points to the element after the one the
r re ev ve er rs se e_ _i it te er ra at to or r refers to. This implies that* returns the value*( c cu ur rr re en nt t- 1 1) and that++ is
implemented using-- onc cu ur rr re en nt t.
A r re ev ve er rs se e_ _i it te er ra at to or r supports the operations that its initializer supports (only). For example:

v vo oi id d f f( v ve ec ct to or r<i in nt t>& v v, l li is st t<c ch ha ar r>& l ls st t)
{

r re ev ve er rs se e_ _i it te er ra at to or r( v v. e en nd d())[ 3 3] = 7 7; / / ok: random-access iterator
r re ev ve er rs se e_ _i it te er ra at to or r( l ls st t. e en nd d())[ 3 3] = ´ 4 4´; / / error: bidirectional iterator doesn’t support []
*(++++++ r re ev ve er rs se e_ _i it te er ra at to or r( l ls st t. e en nd d())) = ´ 4 4´; / / ok!

}

In addition, the library provides==, != , <, <=, >, >=, + and- for r re ev ve er rs se e_ _i it te er ra at to or rs.
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19.2.6 Stream Iterators [iter.stream]

Ordinarily, I/O is done using the streams library (Chapter 21), a graphical user-interface system
(not covered by the C++ standard), or the C I/O functions (§21.8). These I/O interfaces are primar-
ily aimed at reading and writing individual values of a variety of types. The standard library pro-
vides four iterator types to fit stream I/O into the general framework of containers and algorithms:

– o os st tr re ea am m_ _i it te er ra at to or r: for writing to ano os st tr re ea am m (§3.4, §21.2.1).
– i is st tr re ea am m_ _i it te er ra at to or r: for reading from ani is st tr re ea am m (§3.6, §21.3.1).
– o os st tr re ea am mb bu uf f_ _i it te er ra at to or r: for writing to a stream buffer (§21.6.1).
– i is st tr re ea am mb bu uf f_ _i it te er ra at to or r: for reading from a stream buffer (§21.6.2).

The idea is simply to present input and output of collections as sequences:

t te em mp pl la at te e <c cl la as ss s T T, c cl la as ss s C Ch h = c ch ha ar r, c cl la as ss s T Tr r = c ch ha ar r_ _t tr ra ai it ts s<C Ch h> >
c cl la as ss s o os st tr re ea am m_ _i it te er ra at to or r : p pu ub bl li ic c i it te er ra at to or r<o ou ut tp pu ut t_ _i it te er ra at to or r_ _t ta ag g, v vo oi id d, v vo oi id d, v vo oi id d, v vo oi id d> {
p pu ub bl li ic c:

t ty yp pe ed de ef f C Ch h c ch ha ar r_ _t ty yp pe e;
t ty yp pe ed de ef f T Tr r t tr ra ai it ts s_ _t ty yp pe e;
t ty yp pe ed de ef f b ba as si ic c_ _o os st tr re ea am m<C Ch h, T Tr r> o os st tr re ea am m_ _t ty yp pe e;

o os st tr re ea am m_ _i it te er ra at to or r( o os st tr re ea am m_ _t ty yp pe e& s s) ;
o os st tr re ea am m_ _i it te er ra at to or r( o os st tr re ea am m_ _t ty yp pe e& s s, c co on ns st t C Ch h* d de el li im m) ; / / write delim after each output value
o os st tr re ea am m_ _i it te er ra at to or r( c co on ns st t o os st tr re ea am m_ _i it te er ra at to or r&) ;
~o os st tr re ea am m_ _i it te er ra at to or r() ;

o os st tr re ea am m_ _i it te er ra at to or r& o op pe er ra at to or r=( c co on ns st t T T& v va al l) ; / / write val to output

o os st tr re ea am m_ _i it te er ra at to or r& o op pe er ra at to or r*() ;
o os st tr re ea am m_ _i it te er ra at to or r& o op pe er ra at to or r++() ;
o os st tr re ea am m_ _i it te er ra at to or r& o op pe er ra at to or r++( i in nt t) ;

};

This iterator accepts the usual write and increment operations of an output iterator and converts
them into output operations on ano os st tr re ea am m. For example:

v vo oi id d f f()
{

o os st tr re ea am m_ _i it te er ra at to or r<i in nt t> o os s( c co ou ut t) ; / / write ints to cout through os
* o os s = 7 7; / / output 7
++o os s; / / get ready for next output
* o os s = 7 79 9; / / output 79

}

The ++ operation might trigger an actual output operation, or it might have no effect. Different
implementations will use different implementation strategies. Consequently, for code to be port-
able a++ must occur between every two assignments to ano os st tr re ea am m_ _i it te er ra at to or r. Naturally, every
standard algorithm is written that way– or it would not work for av ve ec ct to or r. This is why
o os st tr re ea am m_ _i it te er ra at to or r is defined this way.

An implementation ofo os st tr re ea am m_ _i it te er ra at to or r is trivial and is left as an exercise (§19.6[4]). The stan-
dard I/O supports different character types;c ch ha ar r_ _t tr ra ai it ts s (§20.2) describes the aspects of a character
type that can be important for I/O ands st tr ri in ng gs.
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An input iterator fori is st tr re ea am ms is defined analogously:

t te em mp pl la at te e <c cl la as ss s T T, c cl la as ss s C Ch h = c ch ha ar r, c cl la as ss s T Tr r = c ch ha ar r_ _t tr ra ai it ts s<C Ch h>, c cl la as ss s D Di is st t = p pt tr rd di if ff f_ _t t>
c cl la as ss s i is st tr re ea am m_ _i it te er ra at to or r : p pu ub bl li ic c i it te er ra at to or r<i in np pu ut t_ _i it te er ra at to or r_ _t ta ag g, T T, D Di is st t, c co on ns st t T T*, c co on ns st t T T&> {
p pu ub bl li ic c:

t ty yp pe ed de ef f C Ch h c ch ha ar r_ _t ty yp pe e;
t ty yp pe ed de ef f T Tr r t tr ra ai it ts s_ _t ty yp pe e;
t ty yp pe ed de ef f b ba as si ic c_ _i is st tr re ea am m<C Ch h, T Tr r> i is st tr re ea am m_ _t ty yp pe e;

i is st tr re ea am m_ _i it te er ra at to or r() ; / / end of input
i is st tr re ea am m_ _i it te er ra at to or r( i is st tr re ea am m_ _t ty yp pe e& s s) ;
i is st tr re ea am m_ _i it te er ra at to or r( c co on ns st t i is st tr re ea am m_ _i it te er ra at to or r&) ;
~i is st tr re ea am m_ _i it te er ra at to or r() ;

c co on ns st t T T& o op pe er ra at to or r*() c co on ns st t;
c co on ns st t T T* o op pe er ra at to or r->() c co on ns st t;
i is st tr re ea am m_ _i it te er ra at to or r& o op pe er ra at to or r++() ;
i is st tr re ea am m_ _i it te er ra at to or r o op pe er ra at to or r++( i in nt t) ;

};

This iterator is specified so that what would be conventional use for a container triggers input from
an i is st tr re ea am m. For example:

v vo oi id d f f()
{

i is st tr re ea am m_ _i it te er ra at to or r<i in nt t> i is s( c ci in n) ; / / read ints from cin through is
i in nt t i i1 1 = * i is s; / / read an int
++i is s; / / get ready for next input
i in nt t i i2 2 = * i is s; / / read an int

}

The defaulti is st tr re ea am m_ _i it te er ra at to or r represents the end of input so that we can specify an input sequence:

v vo oi id d f f( v ve ec ct to or r<i in nt t>& v v)
{

c co op py y( i is st tr re ea am m_ _i it te er ra at to or r<i in nt t>( c ci in n) , i is st tr re ea am m_ _i it te er ra at to or r<i in nt t>() , b ba ac ck k_ _i in ns se er rt te er r( v v)) ;
}

To make this work, the standard library supplies== and!= for i is st tr re ea am m_ _i it te er ra at to or rs.
An implementation ofi is st tr re ea am m_ _i it te er ra at to or r is less trivial than ano os st tr re ea am m_ _i it te er ra at to or r implementa-

tion, but it is still simple. Implementing ani is st tr re ea am m_ _i it te er ra at to or r is also left as an exercise (§19.6[5]).

19.2.6.1 Stream Buffers [iter.streambuf]

As described in §21.6, stream I/O is based on the idea ofo os st tr re ea am ms andi is st tr re ea am ms filling and empty-
ing buffers from and to which the low-level physical I/O is done. It is possible to bypass the stan-
dard iostreams formatting and operate directly on the stream buffers (§21.6.4). That ability is also
provided to algorithms through the notion ofi is st tr re ea am mb bu uf f_ _i it te er ra at to or rs ando os st tr re ea am mb bu uf f_ _i it te er ra at to or rs:
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t te em mp pl la at te e<c cl la as ss s C Ch h, c cl la as ss s T Tr r = c ch ha ar r_ _t tr ra ai it ts s<C Ch h> >
c cl la as ss s i is st tr re ea am mb bu uf f_ _i it te er ra at to or r

: p pu ub bl li ic c i it te er ra at to or r<i in np pu ut t_ _i it te er ra at to or r_ _t ta ag g, C Ch h, t ty yp pe en na am me e T Tr r: : o of ff f_ _t ty yp pe e, C Ch h*, C Ch h&> {
p pu ub bl li ic c:

t ty yp pe ed de ef f C Ch h c ch ha ar r_ _t ty yp pe e;
t ty yp pe ed de ef f T Tr r t tr ra ai it ts s_ _t ty yp pe e;
t ty yp pe ed de ef f t ty yp pe en na am me e T Tr r: : i in nt t_ _t ty yp pe e i in nt t_ _t ty yp pe e;
t ty yp pe ed de ef f b ba as si ic c_ _s st tr re ea am mb bu uf f<C Ch h, T Tr r> s st tr re ea am mb bu uf f_ _t ty yp pe e;
t ty yp pe ed de ef f b ba as si ic c_ _i is st tr re ea am m<C Ch h, T Tr r> i is st tr re ea am m_ _t ty yp pe e;

c cl la as ss s p pr ro ox xy y; / / helper type

i is st tr re ea am mb bu uf f_ _i it te er ra at to or r() t th hr ro ow w() ; / / end of buffer
i is st tr re ea am mb bu uf f_ _i it te er ra at to or r( i is st tr re ea am m_ _t ty yp pe e& i is s) t th hr ro ow w() ; / / read from is’s streambuf
i is st tr re ea am mb bu uf f_ _i it te er ra at to or r( s st tr re ea am mb bu uf f_ _t ty yp pe e*) t th hr ro ow w() ;
i is st tr re ea am mb bu uf f_ _i it te er ra at to or r( c co on ns st t p pr ro ox xy y& p p) t th hr ro ow w() ; / / read from p’s streambuf

C Ch h o op pe er ra at to or r*() c co on ns st t;
i is st tr re ea am mb bu uf f_ _i it te er ra at to or r& o op pe er ra at to or r++() ; / / prefix
p pr ro ox xy y o op pe er ra at to or r++( i in nt t) ; / / postfix

b bo oo ol l e eq qu ua al l( i is st tr re ea am mb bu uf f_ _i it te er ra at to or r&) ; / / both or neither streambuf at eof
};

In addition,== and!= are supplied.
Reading from as st tr re ea am mb bu uf f is a lower-level operation than reading from ani is st tr re ea am m. Conse-

quently, thei is st tr re ea am mb bu uf f_ _i it te er ra at to or r interface is messier than thei is st tr re ea am m_ _i it te er ra at to or r interface. How-
ever, once thei is st tr re ea am mb bu uf f_ _i it te er ra at to or r is properly initialized,* , ++, and= have their usual meanings
when used in the usual way.

Thep pr ro ox xy y type is an implementation-defined helper type that allows the postfix++ to be imple-
mented without imposing constraints on thes st tr re ea am mb bu uf f implementation. Ap pr ro ox xy y holds the result
value while the iterator is incremented:

t te em mp pl la at te e<c cl la as ss s C Ch h, c cl la as ss s T Tr r = c ch ha ar r_ _t tr ra ai it ts s<C Ch h> >
c cl la as ss s i is st tr re ea am mb bu uf f_ _i it te er ra at to or r<C Ch h, T Tr r>: : p pr ro ox xy y {

C Ch h v va al l;
b ba as si ic c_ _i is st tr re ea am mb bu uf f<C Ch h, T Tr r>* b bu uf f;

p pr ro ox xy y( C Ch h v v, b ba as si ic c_ _i is st tr re ea am mb bu uf f<C Ch h, T Tr r>* b b) : v va al l( v v) , b bu uf f( b b) { }
p pu ub bl li ic c:

C Ch h o op pe er ra at to or r*() { r re et tu ur rn n v va al l; }
};

An o os st tr re ea am mb bu uf f_ _i it te er ra at to or r is defined similarly:

t te em mp pl la at te e <c cl la as ss s C Ch h, c cl la as ss s T Tr r = c ch ha ar r_ _t tr ra ai it ts s<C Ch h> >
c cl la as ss s o os st tr re ea am mb bu uf f_ _i it te er ra at to or r : p pu ub bl li ic c i it te er ra at to or r<o ou ut tp pu ut t_ _i it te er ra at to or r_ _t ta ag g, v vo oi id d, v vo oi id d, v vo oi id d, v vo oi id d>{
p pu ub bl li ic c:

t ty yp pe ed de ef f C Ch h c ch ha ar r_ _t ty yp pe e;
t ty yp pe ed de ef f T Tr r t tr ra ai it ts s_ _t ty yp pe e;
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t ty yp pe ed de ef f b ba as si ic c_ _s st tr re ea am mb bu uf f<C Ch h, T Tr r> s st tr re ea am mb bu uf f_ _t ty yp pe e;
t ty yp pe ed de ef f b ba as si ic c_ _o os st tr re ea am m<C Ch h, T Tr r> o os st tr re ea am m_ _t ty yp pe e;

o os st tr re ea am mb bu uf f_ _i it te er ra at to or r( o os st tr re ea am m_ _t ty yp pe e& o os s) t th hr ro ow w() ; / / write to os’s streambuf
o os st tr re ea am mb bu uf f_ _i it te er ra at to or r( s st tr re ea am mb bu uf f_ _t ty yp pe e*) t th hr ro ow w() ;
o os st tr re ea am mb bu uf f_ _i it te er ra at to or r& o op pe er ra at to or r=( C Ch h) ;

o os st tr re ea am mb bu uf f_ _i it te er ra at to or r& o op pe er ra at to or r*() ;
o os st tr re ea am mb bu uf f_ _i it te er ra at to or r& o op pe er ra at to or r++() ;
o os st tr re ea am mb bu uf f_ _i it te er ra at to or r& o op pe er ra at to or r++( i in nt t) ;

b bo oo ol l f fa ai il le ed d() c co on ns st t t th hr ro ow w() ; / / true if Tr::eof() seen
};

19.3 Checked Iterators[iter.checked]

A programmer can provide iterators in addition to those provided by the standard library. This is
often necessary when providing a new kind of container, and sometimes a new kind of iterator is a
good way to support a different way of using existing containers. As an example, I here describe
an iterator that range checks access to its container.

Using standard containers reduces the amount of explicit memory management. Using standard
algorithms reduces the amount of explicit addressing of elements in containers. Using the standard
library together with language facilities that maintain type safety dramatically reduces run-time
errors compared to traditional C coding styles. However, the standard library still relies on the pro-
grammer to avoid access beyond the limits of a container. If by accident elementx x[ x x. s si iz ze e()+ 7 7]
of some containerx x is accessed, then unpredictable– and usually bad– things happen. Using a
range-checkedv ve ec ct to or r, such asV Ve ec c (§3.7.1), helps in some cases. More cases can be handled by
checking every access through an iterator.

To achieve this degree of checking without placing a serious notational burden on the program-
mer, we need checked iterators and a convenient way of attaching them to containers. To make a
C Ch he ec ck ke ed d_ _i it te er r, we need a container and an iterator into that container. As for binders (§18.4.4.1),
inserters (§19.2.4), etc., I provide functions for making aC Ch he ec ck ke ed d_ _i it te er r:

t te em mp pl la at te e<c cl la as ss s C Co on nt t, c cl la as ss s I It te er r> C Ch he ec ck ke ed d_ _i it te er r<C Co on nt t, I It te er r> m ma ak ke e_ _c ch he ec ck ke ed d( C Co on nt t& c c, I It te er r i i)
{

r re et tu ur rn n C Ch he ec ck ke ed d_ _i it te er r<C Co on nt t, I It te er r>( c c, i i) ;
}

t te em mp pl la at te e<c cl la as ss s C Co on nt t> C Ch he ec ck ke ed d_ _i it te er r<C Co on nt t, t ty yp pe en na am me e C Co on nt t: : i it te er ra at to or r> m ma ak ke e_ _c ch he ec ck ke ed d( C Co on nt t& c c)
{

r re et tu ur rn n C Ch he ec ck ke ed d_ _i it te er r<C Co on nt t, t ty yp pe en na am me e C Co on nt t: : i it te er ra at to or r>( c c, c c. b be eg gi in n()) ;
}

These functions offer the notational convenience of deducing the types from arguments rather than
stating those types explicitly. For example:
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v vo oi id d f f( v ve ec ct to or r<i in nt t>& v v, c co on ns st t v ve ec ct to or r<i in nt t>& v vc c)
{

t ty yp pe ed de ef f C Ch he ec ck ke ed d_ _i it te er r<v ve ec ct to or r<i in nt t>, v ve ec ct to or r<i in nt t>: : i it te er ra at to or r> C CI I;
C CI I p p1 1 = m ma ak ke e_ _c ch he ec ck ke ed d( v v, v v. b be eg gi in n()+ 3 3) ;
C CI I p p2 2 = m ma ak ke e_ _c ch he ec ck ke ed d( v v) ; / / by default: point to first element

t ty yp pe ed de ef f C Ch he ec ck ke ed d_ _i it te er r<c co on ns st t v ve ec ct to or r<i in nt t>, v ve ec ct to or r<i in nt t>: : c co on ns st t_ _i it te er ra at to or r> C CI IC C;
C CI IC C p p3 3 = m ma ak ke e_ _c ch he ec ck ke ed d( v vc c, v vc c. b be eg gi in n()+ 3 3) ;
C CI IC C p p4 4 = m ma ak ke e_ _c ch he ec ck ke ed d( v vc c) ;

c co on ns st t v ve ec ct to or r<i in nt t>& v vv v = v v;
C CI IC C p p5 5 = m ma ak ke e_ _c ch he ec ck ke ed d( v v, v vv v. b be eg gi in n()) ;

}

By default,c co on ns st t containers havec co on ns st t iterators, so theirC Ch he ec ck ke ed d_ _i it te er rs must also be constant iter-
ators. The iteratorp p5 5 shows one way of getting ac co on ns st t iterator for a non-c co on ns st t iterator.

This demonstrates whyC Ch he ec ck ke ed d_ _i it te er r needs two template parameters: one for the container type
and one to express thec co on ns st t/non-c co on ns st t distinction.

The names of theseC Ch he ec ck ke ed d_ _i it te er r types become fairly long and unwieldy, but that doesn’t mat-
ter when iterators are used as arguments to a generic algorithm. For example:

t te em mp pl la at te e<c cl la as ss s I It te er r> v vo oi id d m my ys so or rt t( I It te er r f fi ir rs st t, I It te er r l la as st t) ;

v vo oi id d f f( v ve ec ct to or r<i in nt t>& c c)
{

t tr ry y {
m my ys so or rt t( m ma ak ke e_ _c ch he ec ck ke ed d( c c) , m ma ak ke e_ _c ch he ec ck ke ed d( c c, c c. e en nd d()) ;

}
c ca at tc ch h ( o ou ut t_ _o of f_ _b bo ou un nd ds s) {

c ce er rr r<<" o oo op ps s: b bu ug g i in n m my ys so or rt t() \ \n n";
a ab bo or rt t() ;

}
}

An early version of such an algorithm is exactly where I would most suspect a range error so that
using checked iterators would make sense.

The representation of aC Ch he ec ck ke ed d_ _i it te er r is a pointer to a container plus an iterator pointing into
that container:

t te em mp pl la at te e<c cl la as ss s C Co on nt t, c cl la as ss s I It te er r = t ty yp pe en na am me e C Co on nt t: : i it te er ra at to or r>
c cl la as ss s C Ch he ec ck ke ed d_ _i it te er r : p pu ub bl li ic c i it te er ra at to or r_ _t tr ra ai it ts s<I It te er r> {

I It te er r c cu ur rr r; / / iterator for current position
C Co on nt t* c c; / / pointer to current container

/ / ...
};

Deriving from i it te er ra at to or r_ _t tr ra ai it ts s is one technique for defining the desiredt ty yp pe ed de ef fs. The obvious
alternative – deriving from i it te er ra at to or r – would be verbose in this case (as it was for
r re ev ve er rs se e_ _i it te er ra at to or r; §19.2.5). Just as there is no requirement that an iterator should be a class, there
is no requirement that iterators that are classes should be derived fromi it te er ra at to or r.
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TheC Ch he ec ck ke ed d_ _i it te er r operations are all fairly trivial:

t te em mp pl la at te e<c cl la as ss s C Co on nt t, c cl la as ss s I It te er r = t ty yp pe en na am me e C Co on nt t: : i it te er ra at to or r>
c cl la as ss s C Ch he ec ck ke ed d_ _i it te er r : p pu ub bl li ic c i it te er ra at to or r_ _t tr ra ai it ts s<I It te er r> {

/ / ...
p pu ub bl li ic c:

v vo oi id d v va al li id d( I It te er r p p)
{

i if f ( c c-> e en nd d() == p p) r re et tu ur rn n;
f fo or r ( I It te er r p pp p = c c-> b be eg gi in n() ; p pp p!= c c-> e en nd d() ; ++p pp p) i if f ( p pp p == p p) r re et tu ur rn n;
t th hr ro ow w o ou ut t_ _o of f_ _b bo ou un nd ds s()

}

f fr ri ie en nd d b bo oo ol l o op pe er ra at to or r==( c co on ns st t C Ch he ec ck ke ed d_ _i it te er r& i i, c co on ns st t C Ch he ec ck ke ed d_ _i it te er r& j j)
{

r re et tu ur rn n i i. c c==j j. c c && i i. c cu ur rr r==j j. c cu ur rr r;
}

/ / no default initializer.

/ / use default copy constructor and copy assignment.

C Ch he ec ck ke ed d_ _i it te er r( C Co on nt t& x x, I It te er r p p) : c c(& x x) , c cu ur rr r( p p) { v va al li id d( p p) ; }

r re ef fe er re en nc ce e_ _t ty yp pe e o op pe er ra at to or r*()
{

i if f ( c cu ur rr r==c c-> e en nd d()) t th hr ro ow w o ou ut t_ _o of f_ _b bo ou un nd ds s() ;
r re et tu ur rn n * c cu ur rr r;

}

p po oi in nt te er r_ _t ty yp pe e o op pe er ra at to or r->()
{

r re et tu ur rn n &* c cu ur rr r; / / checked by *
}

C Ch he ec ck ke ed d_ _i it te er r o op pe er ra at to or r+( D Di is st t d d) / / for random-access iterators only
{

i if f ( c c-> e en nd d()- c cu ur rr r<=d d) t th hr ro ow w o ou ut t_ _o of f_ _b bo ou un nd ds s() ;
r re et tu ur rn n C Ch he ec ck ke ed d_ _i it te er r( c c, c cu ur rr r+d d) ;

}

r re ef fe er re en nc ce e_ _t ty yp pe e o op pe er ra at to or r[]( D Di is st t d d) / / for random-access iterators only
{

i if f ( c c-> e en nd d()- c cu ur rr r<=d d) t th hr ro ow w o ou ut t_ _o of f_ _b bo ou un nd ds s() ;
r re et tu ur rn n c c[ d d] ;

}

C Ch he ec ck ke ed d_ _i it te er r& o op pe er ra at to or r++() / / prefix ++
{

i if f ( c cu ur rr r == c c-> e en nd d()) t th hr ro ow w o ou ut t_ _o of f_ _b bo ou un nd ds s() ;
++c cu ur rr r;
r re et tu ur rn n * t th hi is s;

}
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C Ch he ec ck ke ed d_ _i it te er r o op pe er ra at to or r++( i in nt t) / / postfix ++
{

C Ch he ec ck ke ed d_ _i it te er r t tm mp p = * t th hi is s;
++* t th hi is s; / / checked by prefix ++
r re et tu ur rn n t tm mp p;

}

C Ch he ec ck ke ed d_ _i it te er r& o op pe er ra at to or r--() / / prefix --
{

i if f ( c cu ur rr r == c c-> b be eg gi in n()) t th hr ro ow w o ou ut t_ _o of f_ _b bo ou un nd ds s() ;
-- c cu ur rr r;
r re et tu ur rn n * t th hi is s;

}

C Ch he ec ck ke ed d_ _i it te er r o op pe er ra at to or r--( i in nt t) / / postfix --
{

C Ch he ec ck ke ed d_ _i it te er r t tm mp p = * t th hi is s;
--* t th hi is s; / / checked by prefix --
r re et tu ur rn n t tm mp p;

}

d di if ff fe er re en nc ce e_ _t ty yp pe e i in nd de ex x() { r re et tu ur rn n c cu ur rr r- c c. b be eg gi in n() ; } / / random-access only

I It te er r u un nc ch he ec ck ke ed d() { r re et tu ur rn n c cu ur rr r; }

/ / +, -, < , etc. (§19.6[6])
};

A C Ch he ec ck ke ed d_ _i it te er r can be initialized only for a particular iterator pointing into a particular container.
In a full-blown implementation, a more efficient version ofv va al li id d() should be provided for
random-access iterators (§19.6[6]). Once aC Ch he ec ck ke ed d_ _i it te er r is initialized, every operation that
changes its position is checked to make sure the iterator still points into the container. An attempt
to make the iterator point outside the container causes ano ou ut t_ _o of f_ _b bo ou un nd ds s exception to be thrown.
For example:

v vo oi id d f f( l li is st t<s st tr ri in ng g>& l ls s)
{

i in nt t c co ou un nt t = 0 0;
t tr ry y {

C Ch he ec ck ke ed d_ _i it te er r< l li is st t<s st tr ri in ng g> > p p( l ls s, l ls s. b be eg gi in n()) ;
w wh hi il le e ( t tr ru ue e) {

++p p; / / sooner or later this will reach the end
++c co ou un nt t;

}
}
c ca at tc ch h( o ou ut t_ _o of f_ _b bo ou un nd ds s) {

c co ou ut t << " o ov ve er rr ru un n a af ft te er r " << c co ou un nt t << " t tr ri ie es s\ \n n";
}

}

A C Ch he ec ck ke ed d_ _i it te er r knows which container it is pointing into. This allows it to catch some, but not all,
cases in which iterators into a container have been invalidated by an operation on it (§16.3.8). To
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protect against all such cases, a different and more expensive iterator design would be needed (see
§19.6[7]).

Note that postincrement (postfix++) involves a temporary and preincrement does not. For this
reason, it is best to prefer++p p overp p++ for iterators.

Because aC Ch he ec ck ke ed d_ _i it te er r keeps a pointer to a container, it cannot be used for a built-in array
directly. When necessary, ac c_ _a ar rr ra ay y (§17.5.4) can be used.

To complete the notion of checked iterators, we must make them trivial to use. There are two
basic approaches:

[1] Define a checked container type that behaves like other containers, except that it provides
only a limited set of constructors and itsb be eg gi in n() , e en nd d() , etc., supplyC Ch he ec ck ke ed d_ _i it te er rs rather
than ordinary iterators.

[2] Define a handle that can be initialized by an arbitrary container and that provides checked
access functions to its container (§19.6[8]).

The following template attaches checked iterators to a container:

t te em mp pl la at te e<c cl la as ss s C C> c cl la as ss s C Ch he ec ck ke ed d : p pu ub bl li ic c C C {
p pu ub bl li ic c:

e ex xp pl li ic ci it t C Ch he ec ck ke ed d( s si iz ze e_ _t t n n) : C C( n n) { }
C Ch he ec ck ke ed d() : C C() { }

t ty yp pe ed de ef f C Ch he ec ck ke ed d_ _i it te er r<C C> i it te er ra at to or r;
t ty yp pe ed de ef f C Ch he ec ck ke ed d_ _i it te er r<C C, C C: : c co on ns st t_ _i it te er ra at to or r> c co on ns st t_ _i it te er ra at to or r;

t ty yp pe en na am me e C C: : i it te er ra at to or r b be eg gi in n() { r re et tu ur rn n i it te er ra at to or r(* t th hi is s, C C: : b be eg gi in n()) ; }
t ty yp pe en na am me e C C: : i it te er ra at to or r e en nd d() { r re et tu ur rn n i it te er ra at to or r(* t th hi is s, C C: : e en nd d()) ; }

t ty yp pe en na am me e C C: : c co on ns st t_ _i it te er ra at to or r b be eg gi in n() c co on ns st t { r re et tu ur rn n c co on ns st t_ _i it te er ra at to or r(* t th hi is s, C C: : b be eg gi in n()) ; }
t ty yp pe en na am me e C C: : c co on ns st t_ _i it te er ra at to or r e en nd d() c co on ns st t { r re et tu ur rn n c co on ns st t_ _i it te er ra at to or r(* t th hi is s, C C: : e en nd d()) ; }

t ty yp pe en na am me e C C: : r re ef fe er re en nc ce e_ _t ty yp pe e o op pe er ra at to or r[]( s si iz ze e_ _t t n n) { r re et tu ur rn n C Ch he ec ck ke ed d_ _i it te er r<C C>(* t th hi is s)[ n n] ; }

C C& b ba as se e() { r re et tu ur rn n s st ta at ti ic c_ _c ca as st t<C C&>(* t th hi is s) ; } / / get hold of the base container
};

This allows us to write:

C Ch he ec ck ke ed d< v ve ec ct to or r<i in nt t> > v ve ec c( 1 10 0) ;
C Ch he ec ck ke ed d< l li is st t<d do ou ub bl le e> > l ls st t;

v vo oi id d f f()
{

i in nt t v v1 1 = v ve ec c[ 5 5] ; / / ok
i in nt t v v2 2 = v ve ec c[ 1 15 5] ; / / throws out_of_bounds
/ / ...
l ls st t. p pu us sh h_ _b ba ac ck k( v v2 2) ;
m my ys so or rt t( v ve ec c. b be eg gi in n() , v ve ec c. e en nd d()) ;
c co op py y( v ve ec c. b be eg gi in n() , v ve ec c. e en nd d() , l ls st t. b be eg gi in n() , l ls st t. e en nd d()) ;

}

If a container is resized, iterators– includingC Ch he ec ck ke ed d_ _i it te er rs – into it may become invalid. In that
case, theC Ch he ec ck ke ed d_ _i it te er r can be re-initialized:
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v vo oi id d g g()
{

C Ch he ec ck ke ed d_ _i it te er r<i in nt t> p p( v vi i) ;
/ / ..
i in nt t i i = p p. i in nd de ex x() ; / / get current position
v vi i. r re es si iz ze e( 1 10 00 0) ; / / p becomes invalid
p p = C Ch he ec ck ke ed d_ _i it te er r<i in nt t>( v vi i, v vi i. b be eg gi in n()+ i i) ; / / restore current position

}

The old– and invalid– current position is lost. I providedi in nd de ex x() as a means of storing and
restoring aC Ch he ec ck ke ed d_ _i it te er r. If necessary, a reference to the container used as the base of theC Ch he ec ck ke ed d
container can be extracted usingb ba as se e() .

19.3.1 Exceptions, Containers, and Algorithms [iter.except]

You could argue that using both standard algorithms and checked iterators is like wearing both belt
and suspenders: either should keep you safe. However, experience shows that for many people and
for many applications a dose of paranoia is reasonable– especially during times when a program
goes through frequent changes that involve several people.

One way of using run-time checks is to keep them in the code only while debugging. The
checks are then removed before the program is shipped. This practice has been compared to wear-
ing a life jacket while paddling around close to the shore and then removing it before setting out
onto the open sea. However, some uses of run-time checks do impose significant time and space
overheads, so insisting on such checks at all times is not realistic. In any case, it is unwise to opti-
mize without measurements, so before removing checks, do an experiment to see if worthwhile
improvements actually emerge from doing so. To do such an experiment, we must be able to
remove run-time checks easily (see §24.3.7.1). Once measurements have been done, we could
remove the run-time testing from the most run-time critical– and hopefully most thoroughly tested
– code and leave the rest of the code checked as a relatively cheap form of insurance.

Using aC Ch he ec ck ke ed d_ _i it te er r allows us to detect many mistakes. It does not, however, make it easy to
recover from these errors. People rarely write code that is 100% robust against every++, -- , * ,
[] , -> , and= potentially throwing an exception. This leaves us with two obvious strategies:

[1] Catch exceptions close to the point from which they are thrown so that the writer of the
exception handler has a decent chance of knowing what went wrong and can take appropri-
ate action.

[2] Catch the exception at a high level of a program, abandon a significant portion of a compu-
tation, and consider all data structures written to during the failed computation suspect
(maybe there are no such data structures or maybe they can be sanity checked).

It is irresponsible to catch an exception from some unknown part of a program and proceed under
the assumption that no data structure is left in an undesirable state, unless there is a further level of
error handling that will catch subsequent errors. A simple example of this is when a final check (by
computer or human) is done before the results are accepted. In such cases, it can be simpler and
cheaper to proceed blithely rather than to try to catch every error at a low level. This would be an
example of a simplification made possible by a multilevel error recovery scheme (§14.9).
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19.4 Allocators[iter.alloc]

An a al ll lo oc ca at to or r is used to insulate implementers of algorithms and containers that must allocate mem-
ory from the details of physical memory. An allocator provides standard ways of allocating and
deallocating memory and standard names of types used as pointers and references. Like an iterator,
an allocator is a pure abstraction. Any type that behaves like an allocator is an allocator.

The standard library provides a standard allocator intended to serve most users of a given imple-
mentation well. In addition, users can provide allocators that represent alternative views of mem-
ory. For example, we can write allocators that use shared memory, garbage-collected memory,
memory from preallocated pools of objects (§19.4.2), etc.

The standard containers and algorithms obtain and access memory through the facilities pro-
vided by an allocator. Thus, by providing a new allocator we provide the standard containers with
a way of using a new and different kind of memory.

19.4.1 The Standard Allocator [iter.alloc.std]

The standarda al ll lo oc ca at to or r template from<m me em mo or ry y> allocates memory usingo op pe er ra at to or r n ne ew w()
(§6.2.6) and is by default used by all standard containers:

t te em mp pl la at te e <c cl la as ss s T T> c cl la as ss s a al ll lo oc ca at to or r {
p pu ub bl li ic c:

t ty yp pe ed de ef f T T v va al lu ue e_ _t ty yp pe e;
t ty yp pe ed de ef f s si iz ze e_ _t t s si iz ze e_ _t ty yp pe e;
t ty yp pe ed de ef f p pt tr rd di if ff f_ _t t d di if ff fe er re en nc ce e_ _t ty yp pe e;

t ty yp pe ed de ef f T T* p po oi in nt te er r;
t ty yp pe ed de ef f c co on ns st t T T* c co on ns st t_ _p po oi in nt te er r;

t ty yp pe ed de ef f T T& r re ef fe er re en nc ce e;
t ty yp pe ed de ef f c co on ns st t T T& c co on ns st t_ _r re ef fe er re en nc ce e;

p po oi in nt te er r a ad dd dr re es ss s( r re ef fe er re en nc ce e r r) c co on ns st t { r re et tu ur rn n &r r; }
c co on ns st t_ _p po oi in nt te er r a ad dd dr re es ss s( c co on ns st t_ _r re ef fe er re en nc ce e r r) c co on ns st t { r re et tu ur rn n &r r; }

a al ll lo oc ca at to or r() t th hr ro ow w() ;
t te em mp pl la at te e <c cl la as ss s U U> a al ll lo oc ca at to or r( c co on ns st t a al ll lo oc ca at to or r<U U>&) t th hr ro ow w() ;
~a al ll lo oc ca at to or r() t th hr ro ow w() ;

p po oi in nt te er r a al ll lo oc ca at te e( s si iz ze e_ _t ty yp pe e n n, a al ll lo oc ca at to or r<v vo oi id d>: : c co on ns st t_ _p po oi in nt te er r h hi in nt t = 0 0) ;/ / space for n Ts
v vo oi id d d de ea al ll lo oc ca at te e( p po oi in nt te er r p p, s si iz ze e_ _t ty yp pe e n n) ; / / deallocate n Ts, don’t destroy

v vo oi id d c co on ns st tr ru uc ct t( p po oi in nt te er r p p, c co on ns st t T T& v va al l) { n ne ew w( p p) T T( v va al l) ; } / / initialize *p by val
v vo oi id d d de es st tr ro oy y( p po oi in nt te er r p p) { p p->~ T T() ; } / / destroy *p but don’t deallocate

s si iz ze e_ _t ty yp pe e m ma ax x_ _s si iz ze e() c co on ns st t t th hr ro ow w() ;

t te em mp pl la at te e <c cl la as ss s U U>
s st tr ru uc ct t r re eb bi in nd d { t ty yp pe ed de ef f a al ll lo oc ca at to or r<U U> o ot th he er r; }; / / in effect: typedef allocator<U> other

};

t te em mp pl la at te e<c cl la as ss s T T> b bo oo ol l o op pe er ra at to or r==( c co on ns st t a al ll lo oc ca at to or r<T T>&, c co on ns st t a al ll lo oc ca at to or r<T T>&) t th hr ro ow w() ;
t te em mp pl la at te e<c cl la as ss s T T> b bo oo ol l o op pe er ra at to or r!=( c co on ns st t a al ll lo oc ca at to or r<T T>&, c co on ns st t a al ll lo oc ca at to or r<T T>&) t th hr ro ow w() ;
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An a al ll lo oc ca at te e( n n) operation allocates space forn n objects that can be deallocated by a corresponding
call of d de ea al ll lo oc ca at te e( p p, n n). Note thatd de ea al ll lo oc ca at te e() also takes a number-of-elements argumentn n.
This allows for close-to-optimal allocators that maintain only minimal information about allocated
memory. On the other hand, such allocators require that the user always provide the rightn n when
theyd de ea al ll lo oc ca at te e() .

The default a al ll lo oc ca at to or r uses o op pe er ra at to or r n ne ew w( s si iz ze e_ _t t) to obtain memory ando op pe er ra at to or r
d de el le et te e( v vo oi id d*) to free it. This implies that then ne ew w_ _h ha an nd dl le er r() might be called and
o ou ut t_ _o of f_ _m me em mo or ry y might be thrown in case of memory exhaustion (§6.2.6.2).

Note thata al ll lo oc ca at te e() is not obliged to call a lower-level allocator each time. Often, a better
strategy is for the allocator to maintain a free list of space ready to hand out with minimal time
overhead (§19.4.2).

The optionalh hi in nt t argument toa al ll lo oc ca at te e() is completely implementation-dependent. However,
it is intended as a help to allocators for systems where locality is important. For example, an allo-
cator might try to allocate space for related objects on the same page in a paging system. The type
of theh hi in nt t argument is thep po oi in nt te er r from the ultra-simplified specialization:

t te em mp pl la at te e <> c cl la as ss s a al ll lo oc ca at to or r<v vo oi id d> {
p pu ub bl li ic c:

t ty yp pe ed de ef f v vo oi id d* p po oi in nt te er r;
t ty yp pe ed de ef f c co on ns st t v vo oi id d* c co on ns st t_ _p po oi in nt te er r;
/ / note: no reference
t ty yp pe ed de ef f v vo oi id d v va al lu ue e_ _t ty yp pe e;
t te em mp pl la at te e <c cl la as ss s U U>
s st tr ru uc ct t r re eb bi in nd d { t ty yp pe ed de ef f a al ll lo oc ca at to or r<U U> o ot th he er r; }; / / in effect: typedef allocator<U> other

};

Thea al ll lo oc ca at to or r<v vo oi id d>: : p po oi in nt te er r type acts as a universal pointer type and isc co on ns st t v vo oi id d* for all stan-
dard allocators.

Unless the documentation for an allocator says otherwise, the user has two reasonable choices
when callinga al ll lo oc ca at te e() :

[1] Don’t give a hint.
[2] Use a pointer to an object that is frequently used together with the new object as the hint; for

example, the previous element in a sequence.
Allocators are intended to save implementers of containers from having to deal with raw memory
directly. As an example, consider how av ve ec ct to or r implementation might use memory:

t te em mp pl la at te e <c cl la as ss s T T, c cl la as ss s A A = a al ll lo oc ca at to or r<T T> > c cl la as ss s v ve ec ct to or r {
p pu ub bl li ic c:

t ty yp pe ed de ef f t ty yp pe en na am me e A A: : p po oi in nt te er r i it te er ra at to or r;
/ / ...

p pr ri iv va at te e:
A A a al ll lo oc c; / / allocator object
i it te er ra at to or r v v; / / pointer to elements
/ / ...
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p pu ub bl li ic c:
e ex xp pl li ic ci it t v ve ec ct to or r( s si iz ze e_ _t ty yp pe e n n, c co on ns st t T T& v va al l = T T() , c co on ns st t A A& a a = A A())

: a al ll lo oc c( a a)
{

v v = a al ll lo oc c. a al ll lo oc ca at te e( n n) ;
f fo or r( i it te er ra at to or r p p = v v; p p<v v+n n; ++p p) a al ll lo oc c. c co on ns st tr ru uc ct t( p p, v va al l) ;
/ / ...

}

v vo oi id d r re es se er rv ve e( s si iz ze e_ _t ty yp pe e n n)
{

i if f ( n n<=c ca ap pa ac ci it ty y()) r re et tu ur rn n;

i it te er ra at to or r p p = a al ll lo oc c. a al ll lo oc ca at te e( n n) ;
i it te er ra at to or r q q = v v;

w wh hi il le e ( q q<v v+s si iz ze e()) { / / copy existing elements
a al ll lo oc c. c co on ns st tr ru uc ct t( p p++,* q q) ;
a al ll lo oc c. d de es st tr ro oy y( q q++) ;

}
a al ll lo oc c. d de ea al ll lo oc ca at te e( v v, c ca ap pa ac ci it ty y()) ; / / free old space
v v = p p;
/ / ...

}

/ / ...
};

Thea al ll lo oc ca at to or r operations are expressed in terms ofp po oi in nt te er r andr re ef fe er re en nc ce e t ty yp pe ed de ef fs to give the user
a chance to supply alternative types for accessing memory. This is very hard to do in general. For
example, it is not possible to define a perfect reference type within the C++ language. However,
language and library implementers can use theset ty yp pe ed de ef fs to support types that couldn’t be pro-
vided by an ordinary user. An example would be an allocator that provided access to a persistent
store. Another example would be a ‘‘long’’ pointer type for accessing main memory beyond what
a default pointer (usually 32 bits) could address.

The ordinary user can supply an unusual pointer type to an allocator for specific uses. The
equivalent cannot be done for references, but that may be an acceptable constraint for an experi-
ment or a specialized system.

An allocator is designed to make it easy to handle objects of the type specified by its template
parameter. However, most container implementations require objects of additional types. For
example, the implementer of al li is st t will need to allocateL Li in nk k objects. Usually, suchL Li in nk ks must be
allocated using theirl li is st t’s allocator.

The curiousr re eb bi in nd d type is provided to allow an allocator to allocate objects of arbitrary type.
Consider:

t ty yp pe ed de ef f t ty yp pe en na am me e A A: : r re eb bi in nd d<L Li in nk k>: : o ot th he er r L Li in nk k_ _a al ll lo oc c;

If A A is ana al ll lo oc ca at to or r, thenr re eb bi in nd d<L Li in nk k>: : o ot th he er r is t ty yp pe ed de ef f’d to meana al ll lo oc ca at to or r<L Li in nk k>, so the pre-
vious t ty yp pe ed de ef f is an indirect way of saying:

t ty yp pe ed de ef f a al ll lo oc ca at to or r<L Li in nk k> L Li in nk k_ _a al ll lo oc c;
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The indirection frees us from having to mentiona al ll lo oc ca at to or r directly. It expresses theL Li in nk k_ _a al ll lo oc c
type in terms of a template parameterA A. For example:

t te em mp pl la at te e <c cl la as ss s T T, c cl la as ss s A A = a al ll lo oc ca at to or r<T T> > c cl la as ss s l li is st t {
p pr ri iv va at te e:

c cl la as ss s L Li in nk k { /* ... */ };

t ty yp pe ed de ef f t ty yp pe en na am me e A A: : r re eb bi in nd d<L Li in nk k>: : o ot th he er r L Li in nk k_ _a al ll lo oc c; / / allocator<Link>

L Li in nk k_ _a al ll lo oc c a a; / / link allocator
A A a al ll lo oc c; / / list allocator
/ / ...

p pu ub bl li ic c:
t ty yp pe ed de ef f t ty yp pe en na am me e A A: : p po oi in nt te er r i it te er ra at to or r;
/ / ...

i it te er ra at to or r i in ns se er rt t( i it te er ra at to or r p po os s, c co on ns st t T T& x x )
{

L Li in nk k_ _a al ll lo oc c: : p po oi in nt te er r p p = a a. a al ll lo oc ca at te e( 1 1) ; / / get a Link
/ / ...

}
/ / ...

};

BecauseL Li in nk k is a member ofl li is st t, it is parameterized by an allocator. Consequently,L Li in nk ks from
l li is st ts with different allocators are of different types, just like thel li is st ts themselves (§17.3.3).

19.4.2 A User-Defined Allocator [iter.alloc.user]

Implementers of containers oftena al ll lo oc ca at te e() andd de ea al ll lo oc ca at te e() objects one at a time. For a naive
implementation ofa al ll lo oc ca at te e() , this implies lots of calls of operatorn ne ew w, and not all implementa-
tions of operatorn ne ew w are efficient when used like that. As an example of a user-defined allocator, I
present a scheme for using pools of fixed-sized pieces of memory from which the allocator can
a al ll lo oc ca at te e() more efficiently than can a conventional and more generalo op pe er ra at to or r n ne ew w() .

I happen to have a pool allocator that does approximately the right thing, but it has the wrong
interface (because it was designed years before allocators were invented). ThisP Po oo ol l class imple-
ments the notion of a pool of fixed-sized elements from which a user can do fast allocations and
deallocations. It is a low-level type that deals with memory directly and worries about alignment:

c cl la as ss s P Po oo ol l {
s st tr ru uc ct t L Li in nk k { L Li in nk k* n ne ex xt t; };

s st tr ru uc ct t C Ch hu un nk k {
e en nu um m { s si iz ze e = 8 8* 1 10 02 24 4- 1 16 6 };
C Ch hu un nk k* n ne ex xt t;
c ch ha ar r m me em m[ s si iz ze e] ;

};
C Ch hu un nk k* c ch hu un nk ks s;

c co on ns st t u un ns si ig gn ne ed d i in nt t e es si iz ze e;
L Li in nk k* h he ea ad d;
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P Po oo ol l( P Po oo ol l&) ; / / copy protection
v vo oi id d o op pe er ra at to or r=( P Po oo ol l&) ; / / copy protection
v vo oi id d g gr ro ow w() ; / / make pool larger

p pu ub bl li ic c:
P Po oo ol l( u un ns si ig gn ne ed d i in nt t n n) ; / / n is the size of elements
~P Po oo ol l() ;

v vo oi id d* a al ll lo oc c() ; / / allocate one element
v vo oi id d f fr re ee e( v vo oi id d* b b) ; / / put an element back into the pool

};

i in nl li in ne e v vo oi id d* P Po oo ol l: : a al ll lo oc c()
{

i if f ( h he ea ad d==0 0) g gr ro ow w() ;
L Li in nk k* p p = h he ea ad d; / / return first element
h he ea ad d = p p-> n ne ex xt t;
r re et tu ur rn n p p;

}

i in nl li in ne e v vo oi id d P Po oo ol l: : f fr re ee e( v vo oi id d* b b)
{

L Li in nk k* p p = s st ta at ti ic c_ _c ca as st t<L Li in nk k*>( b b) ;
p p-> n ne ex xt t = h he ea ad d; / / put b back as first element
h he ea ad d = p p;

}

P Po oo ol l: : P Po oo ol l( u un ns si ig gn ne ed d i in nt t s sz z)
: e es si iz ze e( s sz z<s si iz ze eo of f( L Li in nk k*)? s si iz ze eo of f( L Li in nk k*): s sz z)

{
h he ea ad d = 0 0;
c ch hu un nk ks s = 0 0;

}

P Po oo ol l: :~ P Po oo ol l() / / free all chunks
{

C Ch hu un nk k* n n = c ch hu un nk ks s;
w wh hi il le e ( n n) {

C Ch hu un nk k* p p = n n;
n n = n n-> n ne ex xt t;
d de el le et te e p p;

}
}

v vo oi id d P Po oo ol l: : g gr ro ow w() / / allocate new ‘chunk,’ organize it as a linked list of elements of size ’esize’
{

C Ch hu un nk k* n n = n ne ew w C Ch hu un nk k;
n n-> n ne ex xt t = c ch hu un nk ks s;
c ch hu un nk ks s = n n;

c co on ns st t i in nt t n ne el le em m = C Ch hu un nk k: : s si iz ze e/ e es si iz ze e;
c ch ha ar r* s st ta ar rt t = n n-> m me em m;
c ch ha ar r* l la as st t = &s st ta ar rt t[( n ne el le em m- 1 1)* e es si iz ze e] ;
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f fo or r ( c ch ha ar r* p p = s st ta ar rt t; p p<l la as st t; p p+=e es si iz ze e) / / assume sizeof(Link)<=esize
r re ei in nt te er rp pr re et t_ _c ca as st t<L Li in nk k*>( p p)-> n ne ex xt t = r re ei in nt te er rp pr re et t_ _c ca as st t<L Li in nk k*>( p p+e es si iz ze e) ;

r re ei in nt te er rp pr re et t_ _c ca as st t<L Li in nk k*>( l la as st t)-> n ne ex xt t = 0 0;
h he ea ad d = r re ei in nt te er rp pr re et t_ _c ca as st t<L Li in nk k*>( s st ta ar rt t) ;

}

To add a touch of realism, I’ll useP Po oo ol l unchanged as part of the implementation of my allocator,
rather than rewrite it to give it the right interface. The pool allocator is intended for fast allocation
and deallocation of single elements and that is what myP Po oo ol l class supports. Extending this imple-
mentation to handle allocations of arbitrary numbers of objects and to objects of arbitrary size (as
required byr re eb bi in nd d() ) is left as an exercise (§19.6[9]).

GivenP Po oo ol l, the definition ofP Po oo ol l_ _a al ll lo oc c is trivial;

t te em mp pl la at te e <c cl la as ss s T T> c cl la as ss s P Po oo ol l_ _a al ll lo oc c {
p pr ri iv va at te e:

s st ta at ti ic c P Po oo ol l m me em m; / / pool of elements of sizeof(T)
p pu ub bl li ic c:

/ / like the standard allocator (§19.4.1)
};

t te em mp pl la at te e <c cl la as ss s T T> P Po oo ol l P Po oo ol l_ _a al ll lo oc c<T T>: : m me em m( s si iz ze eo of f( T T)) ;

t te em mp pl la at te e <c cl la as ss s T T> P Po oo ol l_ _a al ll lo oc c<T T>: : P Po oo ol l_ _a al ll lo oc c() { }

t te em mp pl la at te e <c cl la as ss s T T>
T T* P Po oo ol l_ _a al ll lo oc c<T T>: : a al ll lo oc ca at te e( s si iz ze e_ _t ty yp pe e n n, v vo oi id d* = 0 0)
{

i if f ( n n == 1 1) r re et tu ur rn n s st ta at ti ic c_ _c ca as st t<T T*>( m me em m. a al ll lo oc c()) ;
/ / ...

}

t te em mp pl la at te e <c cl la as ss s T T>
v vo oi id d P Po oo ol l_ _a al ll lo oc c<T T>: : d de ea al ll lo oc ca at te e( p po oi in nt te er r p p, s si iz ze e_ _t ty yp pe e n n)
{

i if f ( n n == 1 1) {
m me em m. f fr re ee e( p p) ;
r re et tu ur rn n;

}
/ / ...

}

This allocator can now be used in the obvious way:

v ve ec ct to or r<i in nt t, P Po oo ol l_ _a al ll lo oc c> v v;
m ma ap p<s st tr ri in ng g, n nu um mb be er r, P Po oo ol l_ _a al ll lo oc c> m m;

/ / use exactly as usual

v ve ec ct to or r<i in nt t> v v2 2 = v v; / / error: different allocator parameters

I chose to make theP Po oo ol l for a P Po oo ol l_ _a al ll lo oc c static because of a restriction that the standard library
imposes on allocators used by the standard containers: the implementation of a standard container
is allowed to treat every object of its allocator type as equivalent. This can lead to significant

The C++ Programming Language, Third Editionby Bjarne Stroustrup. Copyright ©1997 by AT&T.
Published by Addison Wesley Longman, Inc. ISBN 0-201-88954-4. All rights reserved.



Section 19.4.2 A User-Defined Allocator 573

performance advantages. For example, because of this restriction, memory need not be set aside for
allocators inL Li in nk k objects (which are typically parameterized by the allocator of the container for
which they areL Li in nk ks; §19.4.1), and operations that may access elements of two sequences (such as
s sw wa ap p() ) need not check whether the objects manipulated all have the same allocator. However,
the restriction does imply that such allocators cannot use per-object data.

Before applying this kind of optimization, make sure that it is necessary. I expect that many
defaulta al ll lo oc ca at to or rs will implement exactly this kind of classic C++ optimization– thus saving you
the bother.

19.4.3 Generalized Allocators [iter.general]

An a al ll lo oc ca at to or r is a simplified and optimized variant of the idea of passing information to a container
through a template parameter (§13.4.1, §16.2.3). For example, it makes sense to require that every
element in a container is allocated by the container’s allocator. However, if twol li is st ts of the same
type were allowed to have different allocators, thens sp pl li ic ce e() (§17.2.2.1) couldn’t be implemented
through relinking. Instead,s sp pl li ic ce e() would have to be defined in terms of copying of elements to
protect against the rare cases in which we want to splice elements from al li is st t with one allocator into
another with a different allocator of the same allocator type. Similarly, if allocators were allowed
to be perfectly general, ther re eb bi in nd d mechanism that allows an allocator to allocate elements of arbi-
trary types would have to be more elaborate. Consequently, a standard allocator is assumed to hold
no per-object data and an implementation of a standard may take advantage of that.

Surprisingly, the apparently Draconian restriction against per-object information in allocators is
not particularly serious. Most allocators do not need per-object data and can be made to run faster
without such data. Allocators can still hold data on a per-allocator-type basis. If separate data is
needed, separate allocator types can be used. For example:

t te em mp pl la at te e<c cl la as ss s T T, c cl la as ss s D D> c cl la as ss s M My y_ _a al ll lo oc c { / / allocator for T implemented using D
D D d d; / / data needed for My_alloc<T,D>
/ / ...

};

t ty yp pe ed de ef f M My y_ _a al ll lo oc c<i in nt t, P Pe er rs si is st te en nt t_ _i in nf fo o> P Pe er rs si is st te en nt t;
t ty yp pe ed de ef f M My y_ _a al ll lo oc c<i in nt t, S Sh ha ar re ed d_ _i in nf fo o> S Sh ha ar re ed d;
t ty yp pe ed de ef f M My y_ _a al ll lo oc c<i in nt t, D De ef fa au ul lt t_ _i in nf fo o> D De ef fa au ul lt t;

l li is st t<i in nt t, P Pe er rs si is st te en nt t> l ls st t1 1;
l li is st t<i in nt t, S Sh ha ar re ed d> l ls st t2 2;
l li is st t<i in nt t, D De ef fa au ul lt t> l ls st t3 3;

The lists l ls st t1 1, l ls st t2 2, and l ls st t3 3 are of different types. Therefore, we must use general algorithms
(Chapter 18) when operating on two of these lists rather than specialized list operations (§17.2.2.1).
This implies that copying rather than relinking is done, so having different allocators poses no
problems.

The restriction against per-object data in allocators is imposed because of the stringent demands
on the run-time and space efficiency of the standard library. For example, the space overhead of
allocator data for a list probably wouldn’t be significant. However, it could be serious if each link
of a list suffered overhead.
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Consider how the allocator technique could be used when the efficiency constraints of the stan-
dard library don’t apply. This would be the case for a nonstandard library that wasn’t meant to
deliver high performance for essentially every data structure and every type in a program and for
some special-purpose implementations of the standard library. In such cases, an allocator can be
used to carry the kind of information that often inhabits universal base classes (§16.2.2). For exam-
ple, an allocator could be designed to answer requests about where its objects are allocated, present
data representing object layout, and answer questions such as ‘‘is this element in this container?’’
It could also provide controls for a container that acts as a cache for memory in permanent storage,
provide association between the container and other objects, etc.

In this way, arbitrary services can be provided transparently to the ordinary container opera-
tions. However, it is best to distinguish between issues relating to storage of data and issues of the
use of data. The latter do not belong in a generalized allocator, but they could be provided through
a separate template argument.

19.4.4 Uninitialized Memory [iter.memory]

In addition to the standarda al ll lo oc ca at to or r, the<m me em mo or ry y> header provides a few functions for dealing
with uninitialized memory. They share the dangerous and occasionally essential property of using
a type nameT T to refer to space sufficient to hold an object of typeT T rather than to a properly con-
structed object of typeT T.

The library provides three ways to copy values into uninitialized space:

t te em mp pl la at te e <c cl la as ss s I In n, c cl la as ss s F Fo or r>
F Fo or r u un ni in ni it ti ia al li iz ze ed d_ _c co op py y( I In n f fi ir rs st t, I In n l la as st t, F Fo or r r re es s) / / copy into res
{

t ty yp pe ed de ef f t ty yp pe en na am me e i it te er ra at to or r_ _t tr ra ai it ts s<F Fo or r>: : v va al lu ue e_ _t ty yp pe e V V;

w wh hi il le e ( f fi ir rs st t != l la as st t)
n ne ew w ( s st ta at ti ic c_ _c ca as st t<v vo oi id d*>(&* r re es s++)) V V(* f fi ir rs st t++) ; / / construct in res (§10.4.11)

r re et tu ur rn n r re es s;
}

t te em mp pl la at te e <c cl la as ss s F Fo or r, c cl la as ss s T T>
v vo oi id d u un ni in ni it ti ia al li iz ze ed d_ _f fi il ll l( F Fo or r f fi ir rs st t, F Fo or r l la as st t, c co on ns st t T T& v va al l)
{

t ty yp pe ed de ef f t ty yp pe en na am me e i it te er ra at to or r_ _t tr ra ai it ts s<F Fo or r>: : v va al lu ue e_ _t ty yp pe e V V;

w wh hi il le e ( f fi ir rs st t != l la as st t) n ne ew w ( s st ta at ti ic c_ _c ca as st t<v vo oi id d*>(&* f fi ir rs st t++)) V V( v va al l) ; / / construct in first
}

t te em mp pl la at te e <c cl la as ss s F Fo or r, c cl la as ss s S Si iz ze e, c cl la as ss s T T>
v vo oi id d u un ni in ni it ti ia al li iz ze ed d_ _f fi il ll l_ _n n( F Fo or r f fi ir rs st t, S Si iz ze e n n, c co on ns st t T T& v va al l)
{

t ty yp pe ed de ef f t ty yp pe en na am me e i it te er ra at to or r_ _t tr ra ai it ts s<F Fo or r>: : v va al lu ue e_ _t ty yp pe e V V;

w wh hi il le e ( n n--) n ne ew w ( s st ta at ti ic c_ _c ca as st t<v vo oi id d*>(&* f fi ir rs st t++)) V V( v va al l) ; / / construct in first
}

These functions are intended primarily for implementers of containers and algorithms. For exam-
ple, r re es se er rv ve e() and r re es si iz ze e() (§16.3.8) are most easily implemented using these functions
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(§19.6[10]). It would clearly be most unfortunate if an uninitialized object escaped from the inter-
nals of a container into the hands of general users.

Algorithms often require temporary space to perform acceptably. Often, such temporary space
is best allocated in one operation but not initialized until a particular location is actually needed.
Consequently, the library provides a pair of functions for allocating and deallocating uninitialized
space:

t te em mp pl la at te e <c cl la as ss s T T> p pa ai ir r<T T*, p pt tr rd di if ff f_ _t t> g ge et t_ _t te em mp po or ra ar ry y_ _b bu uf ff fe er r( p pt tr rd di if ff f_ _t t) ;/ / allocate, don’t initialize
t te em mp pl la at te e <c cl la as ss s T T> v vo oi id d r re et tu ur rn n_ _t te em mp po or ra ar ry y_ _b bu uf ff fe er r( T T*) ; / / deallocate, don’t destroy

A g ge et t_ _t te em mp po or ra ar ry y_ _b bu uf ff fe er r<X X>( n n) operation tries to allocate space forn n or more objects of typeX X.
If it succeeds in allocating some memory, it returns a pointer to the first uninitialized space and the
number of objects of typeX X that will fit into that space; otherwise, thes se ec co on nd d value of the pair is
zero. The idea is that a system may keep a number of fixed-sized buffers ready for fast allocation
so that requesting space forn n objects may yield space for more thann n. It may also yield less, how-
ever, so one way of usingg ge et t_ _t te em mp po or ra ar ry y_ _b bu uf ff fe er r() is to optimistically ask for a lot and then use
what happens to be available.

A buffer obtained byg ge et t_ _t te em mp po or ra ar ry y_ _b bu uf ff fe er r() must be freed for other use by a call of
r re et tu ur rn n_ _t te em mp po or ra ar ry y_ _b bu uf ff fe er r() . Just asg ge et t_ _t te em mp po or ra ar ry y_ _b bu uf ff fe er r() allocates without constructing,
r re et tu ur rn n_ _t te em mp po or ra ar ry y_ _b bu uf ff fe er r() frees without destroying. Becauseg ge et t_ _t te em mp po or ra ar ry y_ _b bu uf ff fe er r() is low-
level and likely to be optimized for managing temporary buffers, it should not be used as an alter-
native ton ne ew w or a al ll lo oc ca at to or r: : a al ll lo oc ca at te e() for obtaining longer-term storage.

The standard algorithms that write into a sequence assume that the elements of that sequence
have been previously initialized. That is, the algorithms use assignment rather than copy construc-
tion for writing. Consequently, we cannot use uninitialized memory as the immediate target of an
algorithm. This can be unfortunate because assignment can be significantly more expensive than
initialization. Besides, we are not interested in the values we are about to overwrite anyway (or we
wouldn’t be overwriting them). The solution is to use ar ra aw w_ _s st to or ra ag ge e_ _i it te er ra at to or r from <m me em mo or ry y>
that initializes instead of assigns:

t te em mp pl la at te e <c cl la as ss s O Ou ut t, c cl la as ss s T T>
c cl la as ss s r ra aw w_ _s st to or ra ag ge e_ _i it te er ra at to or r : p pu ub bl li ic c i it te er ra at to or r<o ou ut tp pu ut t_ _i it te er ra at to or r_ _t ta ag g, v vo oi id d, v vo oi id d, v vo oi id d, v vo oi id d> {

O Ou ut t p p;
p pu ub bl li ic c:

e ex xp pl li ic ci it t r ra aw w_ _s st to or ra ag ge e_ _i it te er ra at to or r( O Ou ut t p pp p) : p p( p pp p) { }

r ra aw w_ _s st to or ra ag ge e_ _i it te er ra at to or r& o op pe er ra at to or r*() { r re et tu ur rn n * p p; }
r ra aw w_ _s st to or ra ag ge e_ _i it te er ra at to or r& o op pe er ra at to or r=( c co on ns st t T T& v va al l)
{

T T* p pp p = &* p p;
n ne ew w( p pp p) T T( v va al l) ; / / place val in pp (§10.4.11)
r re et tu ur rn n p p;

}
r ra aw w_ _s st to or ra ag ge e_ _i it te er ra at to or r& o op pe er ra at to or r++() { r re et tu ur rn n ++p p; }
r ra aw w_ _s st to or ra ag ge e_ _i it te er ra at to or r o op pe er ra at to or r++( i in nt t) { r re et tu ur rn n p p++; }

};

For example, we might write a template that copies the contents of av ve ec ct to or r into a buffer:
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t te em mp pl la at te e<c cl la as ss s T T, c cl la as ss s A A> T T* t te em mp po or ra ar ry y_ _d du up p( v ve ec ct to or r<T T, A A>& v v)
{

T T* p p = g ge et t_ _t te em mp po or ra ar ry y_ _b bu uf ff fe er r<T T>( v v. s si iz ze e()). f fi ir rs st t;
i if f ( p p == 0 0) r re et tu ur rn n 0 0;
c co op py y( v v. b be eg gi in n() , v v. e en nd d() , r ra aw w_ _s st to or ra ag ge e_ _i it te er ra at to or r<T T*, T T>( p p)) ;
r re et tu ur rn n p p;

}

Had n ne ew w been used instead ofg ge et t_ _t te em mp po or ra ar ry y_ _b bu uf ff fe er r() , initialization would have been done.
Once initialization is avoided, ther ra aw w_ _s st to or ra ag ge e_ _i it te er ra at to or r becomes necessary for dealing with the
uninitialized space. In this example, the caller oft te em mp po or ra ar ry y_ _d du up p() is responsible for calling
d de es st tr ro oy y_ _t te em mp po or ra ar ry y_ _b bu uf ff fe er r() for the pointer it received.

19.4.5 Dynamic Memory [iter.dynamic]

The functions used to implement then ne ew w andd de el le et te e operators are declared in<n ne ew w> together with
a few related facilities:

c cl la as ss s b ba ad d_ _a al ll lo oc c : p pu ub bl li ic c e ex xc ce ep pt ti io on n { /* ... */ };

s st tr ru uc ct t n no ot th hr ro ow w_ _t t {};
e ex xt te er rn n c co on ns st t n no ot th hr ro ow w_ _t t n no ot th hr ro ow w; / / indicator for allocation that doesn’t throw exceptions

t ty yp pe ed de ef f v vo oi id d (* n ne ew w_ _h ha an nd dl le er r)() ;
n ne ew w_ _h ha an nd dl le er r s se et t_ _n ne ew w_ _h ha an nd dl le er r( n ne ew w_ _h ha an nd dl le er r n ne ew w_ _p p) t th hr ro ow w() ;

v vo oi id d* o op pe er ra at to or r n ne ew w( s si iz ze e_ _t t) t th hr ro ow w( b ba ad d_ _a al ll lo oc c) ;
v vo oi id d o op pe er ra at to or r d de el le et te e( v vo oi id d*) t th hr ro ow w() ;

v vo oi id d* o op pe er ra at to or r n ne ew w( s si iz ze e_ _t t, c co on ns st t n no ot th hr ro ow w_ _t t&) t th hr ro ow w() ;
v vo oi id d o op pe er ra at to or r d de el le et te e( v vo oi id d*, c co on ns st t n no ot th hr ro ow w_ _t t&) t th hr ro ow w() ;

v vo oi id d* o op pe er ra at to or r n ne ew w[]( s si iz ze e_ _t t) t th hr ro ow w( b ba ad d_ _a al ll lo oc c) ;
v vo oi id d o op pe er ra at to or r d de el le et te e[]( v vo oi id d*) t th hr ro ow w() ;

v vo oi id d* o op pe er ra at to or r n ne ew w[]( s si iz ze e_ _t t, c co on ns st t n no ot th hr ro ow w_ _t t&) t th hr ro ow w() ;
v vo oi id d o op pe er ra at to or r d de el le et te e[]( v vo oi id d*, c co on ns st t n no ot th hr ro ow w_ _t t&) t th hr ro ow w() ;

v vo oi id d* o op pe er ra at to or r n ne ew w ( s si iz ze e_ _t t, v vo oi id d* p p) t th hr ro ow w() { r re et tu ur rn n p p; } / / placement (§10.4.11)
v vo oi id d o op pe er ra at to or r d de el le et te e ( v vo oi id d* p p, v vo oi id d*) t th hr ro ow w() { }

v vo oi id d* o op pe er ra at to or r n ne ew w[]( s si iz ze e_ _t t, v vo oi id d* p p) t th hr ro ow w() { r re et tu ur rn n p p; }
v vo oi id d o op pe er ra at to or r d de el le et te e[]( v vo oi id d* p p, v vo oi id d*) t th hr ro ow w() { }

The n no ot th hr ro ow w versions ofo op pe er ra at to or r n ne ew w() allocate as usual, but if allocation fails, they return0 0
rather than throwingb ba ad d_ _a al ll lo oc c. For example:

v vo oi id d f f()
{

i in nt t* p p = n ne ew w i in nt t[ 1 10 00 00 00 00 0] ; / / may throw bad_alloc

The C++ Programming Language, Third Editionby Bjarne Stroustrup. Copyright ©1997 by AT&T.
Published by Addison Wesley Longman, Inc. ISBN 0-201-88954-4. All rights reserved.



Section 19.4.5 Dynamic Memory 577

i if f ( i in nt t* q q = n ne ew w( n no ot th hr ro ow w) i in nt t[ 1 10 00 00 00 00 0]) { / / will not throw exception
/ / allocation succeeded

}
e el ls se e {

/ / allocation failed
}

}

This allows us to use pre-exception error-handling strategies for allocation.

19.4.6 C-Style Allocation [iter.c]

From C, C++ inherited a functional interface to dynamic memory. It can be found in<c cs st td dl li ib b>:

v vo oi id d* m ma al ll lo oc c( s si iz ze e_ _t t s s) ; / / allocate s bytes
v vo oi id d* c ca al ll lo oc c( s si iz ze e_ _t t n n, s si iz ze e_ _t t s s) ; / / allocate n times s bytes initialized to 0
v vo oi id d f fr re ee e( v vo oi id d* p p) ; / / free space allocated by malloc() or calloc()
v vo oi id d* r re ea al ll lo oc c( v vo oi id d* p p, s si iz ze e_ _t t s s) ; / / change the size of the array pointed to by p to s;

/ / if that cannot be done, allocate s bytes, copy
/ / the array pointed to by p to it, and free p

These functions should be avoided in favor ofn ne ew w, d de el le et te e, and standard containers. These func-
tions deal with uninitialized memory. In particular,f fr re ee e() does not invoke destructors for the
memory it frees. An implementation ofn ne ew w andd de el le et te e may use these functions, but there is no
guarantee that it does. For example, allocating an object usingn ne ew w and deleting it usingf fr re ee e() is
asking for trouble. If you feel the need to user re ea al ll lo oc c() , consider relying on a standard container
instead; doing that is usually simpler and just as efficient (§16.3.5).

The library also provides a set of functions intended for efficient manipulation of bytes.
Because C originally accessed untyped bytes throughc ch ha ar r* pointers, these functions are found in
<c cs st tr ri in ng g>. Thev vo oi id d* pointers are treated as if they werec ch ha ar r* pointers within these functions:

v vo oi id d* m me em mc cp py y( v vo oi id d* p p, c co on ns st t v vo oi id d* q q, s si iz ze e_ _t t n n) ; / / copy non-overlapping areas
v vo oi id d* m me em mm mo ov ve e( v vo oi id d* p p, c co on ns st t v vo oi id d* q q, s si iz ze e_ _t t n n) ; / / copy potentially overlapping areas

Like s st tr rc cp py y() (§20.4.1), these functions copyn n bytes fromq q to p p and returnp p. The ranges copied
by m me em mm mo ov ve e() may overlap. However,m me em mc cp py y() assumes that the ranges do not overlap and is
usually optimized to take advantage of that assumption. Similarly:

v vo oi id d* m me em mc ch hr r( c co on ns st t v vo oi id d* p p, i in nt t b b, s si iz ze e_ _t t n n) ; / / like strchr() (§20.4.1): find b in p[0]..p[n-1]
i in nt t m me em mc cm mp p( c co on ns st t v vo oi id d* p p, c co on ns st t v vo oi id d* q q, s si iz ze e_ _t t n n) ; / / like strcmp(): compare byte sequences
v vo oi id d* m me em ms se et t( v vo oi id d* p p, i in nt t b b, s si iz ze e_ _t t n n) ; / / set n bytes to b, return p

Many implementations provide highly optimized versions of these functions.

19.5 Advice[iter.advice]

[1] When writing an algorithm, decide which kind of iterator is needed to provide acceptable effi-
ciency and express the algorithm using the operators supported by that kind of iterator (only);
§19.2.1.
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[2] Use overloading to provide more-efficient implementations of an algorithm when given as
arguments iterators that offer more than minimal support for the algorithm; §19.2.3.

[3] Usei it te er ra at to or r_ _t tr ra ai it ts s to express suitable algorithms for different iterator categories; §19.2.2.
[4] Remember to use++ between accesses ofi is st tr re ea am m_ _i it te er ra at to or rs ando os st tr re ea am m_ _i it te er ra at to or rs; §19.2.6.
[5] Use inserters to avoid container overflow; §19.2.4.
[6] Use extra checking during debugging and remove checking later only where necessary;

§19.3.1.
[7] Prefer++p p to p p++; §19.3.
[8] Use uninitialized memory to improve the performance of algorithms that expand data struc-

tures; §19.4.4.
[9] Use temporary buffers to improve the performance of algorithms that require temporary data

structures; §19.4.4.
[10] Think twice before writing your own allocator; §19.4.
[11] Avoid m ma al ll lo oc c() , f fr re ee e() , r re ea al ll lo oc c() , etc.; §19.4.6.
[12] You can simulate at ty yp pe ed de ef f of a template by the technique used forr re eb bi in nd d; §19.4.1.

19.6 Exercises[iter.exercises]

1. (∗1.5) Implementr re ev ve er rs se e() from §18.6.7. Hint: See §19.2.3.
2. (∗1.5) Write an output iterator,S Si in nk k, that doesn’t actually write anywhere. When canS Si in nk k be

useful?
3. (∗2) Implementr re ev ve er rs se e_ _i it te er ra at to or r (§19.2.5).
4. (∗1.5) Implemento os st tr re ea am m_ _i it te er ra at to or r (§19.2.6).
5. (∗2) Implementi is st tr re ea am m_ _i it te er ra at to or r (§19.2.6).
6. (∗2.5) CompleteC Ch he ec ck ke ed d_ _i it te er r (§19.3).
7. (∗2.5) RedesignC Ch he ec ck ke ed d_ _i it te er r to check for invalidated iterators.
8. (∗2) Design and implement a handle class that can act as a proxy for a container by providing a

complete container interface to its users. Its implementation should consist of a pointer to a
container plus implementations of container operations that do range checking.

9. (∗2.5) Complete or reimplementP Po oo ol l_ _a al ll lo oc c (§19.4.2) so that it provides all of the facilities of
the standard librarya al ll lo oc ca at to or r (§19.4.1). Compare the performance ofa al ll lo oc ca at to or r and
P Po oo ol l_ _a al ll lo oc c to see if there is any reason to use aP Po oo ol l_ _a al ll lo oc c on your system.

10. (∗2.5) Implementv ve ec ct to or r using allocators rather thann ne ew w andd de el le et te e.
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